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Abstract

This paper provides a tutorial-stype overview of Web and Grid Services.

Emerging standards such as XML and SOAP are enabling a new generation of so-called “Web
Services” that allow systems to make remote procedure calls to other systems over the Internet.
The remote procedures are self-describing and language independent. A business example might
be for a corporate inventory management sytem to publish a service that allows a customer system
to check in real-time stock levels of a particular product.

In the wider sense, services are what we define in terms of logical (as opposed to physical)
integrated system components. There could be more than one component for each service, so a
service could be an “aggregation” of components. We consider a portal to be both a user interface
and a means of managing aggregated components.

The recent announcement of the Open Grid Services Architecture [32] gives us insight into
how the Grid API may be accessed as a set of persistent Web services or time-limited Grid service
instances. We have tried to include a description of how Grid Services might help with development
of an e-Science environment. The existing library-based API may be presented as a layer over a
service APL.

© UKHEC 2002, CLRC 2002-3. This tutorial was prepared by the CLRC e-Science Centre
and UKHEC Collaboration. Neither the CLRC e-Science Centre nor its collaborators accept any
responsibility for loss or damage arising from the use of information contained in any of their reports

or in any communication about their tests or investigations.
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1 Introduction

This tutorial is intended to provide an overview of Web and Grid Services which are currently providing
enabling technologies for distributed computing and e-Science applications with re-usable components.
We have included examples and a lot of references, mostly found on the Web, so that it can act as an
introduction to this rapidly evolving area. We hope this will be of use to developers in UK e-Science
projects who are considering Web services in their plans.

As a large-scale example, the Integrated e-Science Environment (IeSE) [15] being developed at CLRC
will combine services from several existing e-Science prototypes: the HPCPortal [7], the DataPortal
and Advanced Visualisation Tools. There are a number of important aspects of a service-based, but
integrated, architecture which enable us to access appropriate applications, data and experimental
instruments (along with a range of Internet-based conferencing and publication utilities) in a flexible
way. The use of “Web Services” methods (to be described below) moreover enables the linking of sci-
entific opservations, simulation and experimental data into the rapidly growing e-Business (principally
B2B) environment. The IeSE toolkit based on Web and Grid service is being developed to enable us
to build thematic portals and Grid-enabled applications accessing all CLRC facilities.

We refer to the collection of components as “Grid Services” in line with current usage of this term
(which however indicates important extensions over normal Web services to create an open architec-
ture). Our objectives are to develop Grid-based services compatible with the emerging Open Grid
Services Architecture as presented to the working groups of the Global Grid Forum [32]. A very im-
portant aspect of such an open architecture is to allow independent development of the components
based on an abstraction of common protocols and agreed APIs. In this case Grid services are a key
to good software engineeding.

Whilst similar, it is important to differenciate between the details of Web Services and Grid Services.
The former are stateless and persistent, running as client-server applications in an anonymous mode
with communication (probably using SOAP — the Simple Object Access Protocol) typically over
HTTP via port 80. Grid services extend the same concepts but are invoked as stateful and time-
limited service instances with delegated authentication credentials so that operations carried out by
these service instances need no longer be anonymous. It is also important to understand that fully-
developed Grid Services in this form do not yet exist. Even Web Services are still in a period of
rapid evolution with new XML-based languages being introduced on almost a weekly basis. They
are however slowly finding their way into the scientific research sector, mainly owing to funding for
e-Science pilot projects. We are thus working in an exciting area of great and rapid change and must
be prepared to revise our expectations accordingly.

As an aside, we note at this point that Web and Grid services are intended to be language independent,
although most effort is currently going into developing Java-based tools and class libraries. Next to
Java, C++ probably has the richest set of tools, with gSOAP being very useful. Web service clients
can also easily be written in Perl using SOAP::Lite and UDDI::Lite. These are tools described in later
sections.
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1.1 Why use Common Services?

The original architecture for the CLRC e-Science prototypes used “monolithic” components which we
called “portals”. The DataPortal was a middleware component which mediated user queries to data
holdings via a generic metadata catalogue. This accessed domain-specific metadata and targeted data
in the participating data archives. The means of connecting these components was a common XML
data format communicating across an Internet infrastructure using HTTP.

The HPCPortal [7] was closely based on the SDSC GridPort and HotPage architectures. DataPortal
components, if presented as a “Grid services”, could however replace the use of the Storage Resource
Broker (used in GridPort) for accessing data archives, but a separate file-based mechanism was used
to maintain user profile and “desktop” information. HPCPortal used SSL for communication via the
Grid Security Infrastructure (see below).

A revised service-based architecture is now being implemented [15] using Web/ Grid Services [32] to
link the HPCPortal, Data and Visualisation modules. The Data and HPC portals will be separated
into a series of interacting components. These components can be tightly coupled within one host, or
else instantiate independent services on different hosts. Clear and logical APIs need to be produced
to link them, and this will be facilitated by using Web services technology such as XML and WSDL.
Services derived from DataPortal will provide mechanisms for discovering and accessing data for which
a metadata description is available. 3rd party transfer will be provided using to download the actual
datasets once identified. Services derived from HPCPortal will provide an interface to basic Globus
services such as GridF TP, including authentication and resource discovery, and HPC applications with
a pre-defined APL.

At the lowest level OGSA core services will be used to replace the existing four components of Globus:
GSI, MDS, GRAM, and GASS/ GridFTP. Database and file access will be mediated by the OGSA-
DAT software being developed by a consortium including University of Edinburgh, Oracle and IBM.
OGSA services are further discussed in Section 5.

Some typical components (services) of an integrated e-Science environment might include:

e Single sign-on authentication;

e User services (local user management) including authorisation;
e Session management;

e Accounting;

e Security service;

e Query generation;

e Data source broker;

e Data replication;

o Results collation;

e 3rd party file transfer;

e Dynamic resource monitoring;

e Resource discovery;

e Brokering service;

e Co-allocation service;

o Workspace creation;

o “Heritage” applications in C or Fortran wrapped as services;
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e Job submission;

e Job monitoring;

o Result retrieval;

e Visualisation tools;

e Parameter steering;

e Messaging and notification services;

e Event handling;

o XML parser service;

e Thesaurus Service;

e Ontology service;

o Workflow service;

e Portal or GUI front end, possibly composed dynamically;
e Application-specific expert system, possibly a generic service with user-defined rules.

Some high-level services might be built from combinations of these lower-level services. One has to
be careful however because there is a trade-off between re-usability of many small services and the
overhead in calling them.

To illustrate service composition consider examples of applications that link several databases of results
from different scientific instruments to computational simulation or analysis components applicable
to various parts of parameter space. This is typical of work which involves atomic and molecular
data computation on demand, or to populate databases using a range of applications with different
properties (e.g. accuracy, time to solution etc.). In other areas of science, computed data may be
fused with experimental data to extend the parameter space covered. The data may be retrieved and
combined with that from other databases (possibly from international organisations) and used in a
modelling process, such as for stellar atmospheres or combustion and pollution studies, e.g. production
of NOx. A similar procedure is carried out in analysis of experimental data, e.g. for determining
protein structures where, in addition, it is required to compare partial results obtained using different
experimental techniques either on the Synchrotron Radiation Source (SRS at Daresbury), the Neutron
Spallation Source (ISIS at Rutherford Appleton) or laboratory sources of X-ray or NMR spectra.

We leave it as an exercise for the reader to determine which re-usable low-level services might be
invoked in this kind of scientific application.

1.2 Web Services Nomenclature

Some terms which are met in the Web services literature will be used in the rest of this document.
They are collected here for reference:

XML: eXtensible Markup Language — ASCII-based “language” consisting of tagged elements with
names, attributes and contents. Tags and attributes are placed between angular brackets < and
>. They are similar to HTML, but XML tags have no pre-defined meaning. An XML document
is essentially a tree structured data format with elements nested inside other elements. Elements
must be correctly nested and have closing element tags for a document to be well formed.

XML Parser: Interprets an XML document, separating the tags and content. DOM and SAX parsers
are available for most programming languages.
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DOM: Document Object Model — creates the full data structure in memory so that element contents
can be referenced using XPath (similar to UNIX directory notation). Can be very memory
intensive.

SAX: Simple Access to XML — traverses the XML document and signals events each time a tag is
met so that the user can interpret the attributes and elements. Can be time-consuming if the
document must be traversed more than once.

XSLT: XML Stylesheet Transformation — using parsers, one XML document can be translated into
another with a different layout and different tags. This is one of the most powerful uses of XML,
and the basis of many higher-level tools.

XML Schema: Defines elements and attributes and their nesting with possible restrictions on con-
tent value that are permissible in a given XML document. A document which adheres to a
schema is said to be valid.

SOAP: Simple Object Access Protocol - XML-based language with pre-defined tags to encapsulate
remote method calls and data in an XML document, see Section 4.1.3.

HTTP: Hyper Text Transfer Protocol — protocol based on PUT, GET and POST methods with
widely recognised headers and mime types used for data transfer on the Internet.

Serialisation/ deserialisation: — Converts a language-specific data structure into an XML docu-
ment in a form suitable for transmission over HT'TP or wvice versa.

SOAP Demarshalling/ marshalling: — Converts a SOAP request message body into elements
which define the input and output data (messages), required methods and endoint so that the
service may be called. This involves de-serialisation and parsing. Similarly for a reply the data
and status are converted into a SOAP message body.

Endpoint: a URL by which the remote service can be invoked — sometimes referred to as a “proxy”,
but not to be confused with an HTTP proxy.

WSDL: Web Services Description Language — XML-based language with pre-defined tags to describe
a remote service in terms of its methods and endoint, see Section 4.1.4.

Hosting environment: Sometimes referred to as a SOAP engine, this is equivalent to a Web server
(e.g. Apache) but includes XML parsers to do marshalling and demarshalling and despatch to
the Web service referenced by the proxy endpoint.

An example WSDL file for invoking a Google search method illustrates some of these concepts and is
shown in Section 4.1.4.

1.3 Component-based Grid Architecture and Java

Services are basically what we define in terms of logical (as oppposed to physical) integrated system
components. There could be more than one component for each service, so a service could be an
“aggregation” of components. As means of integrating and managing aggregated components, we will
use a portal, GUI or expert system which are also available as normal user interfaces.
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Previously Globus used directly

-} F—
= =

Client host, i Web server host, | Remot host, i Service host
e.g. desktop Web | e.g. Apache, Tomcaj‘c, e.g. Apache, Tomcat,
browser or GUI | Axis etc. - Axis etc. 1

. i i i Service, e.g.

Client | Front end | Back end | executable code

Typicall CGI SOAP or Java RMI Invoke script or
form-based over over http if separate hosts executable, possibly via
http ENV and procedure call Globus GRAM

if same host

Figure 1: Service Component Architecture

Services, in the current sense, can be advertised by a service provider and accessed by a client using
a published interface. They are typically “hosted” Web services with no state or session management
and are persistent. There may be competing hosts offering similar or identical services and brokering
could be done, possibly via an intermediate agent. Services must therefor publish sufficient information
about themselves to enable such brokering to be done. Services may also negociate contracts in more
complex situations, also via agents, and should therefor publish how they do business, e.g. what
charging mechanism they use and if there is any QoS quarantee.

The announcement in 2002 of the Open Grid Services Architecture [32] gives us insight into how
Grid components, hiterto wrapper using the Globus API, may be accessed as a set of persistent Web
services or time-limited Grid services. We anticipate widespread uptake of OGSA in mid 2003.

1.4 Basic Web and Grid Software

In the prototype HPCPortal and DataPortal we have, in addition to the Globus middleware, used the
following packages and methods. Most are distributed as open source:

e Globus, GSI (and in the future OGSA) [29];
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e Java CoG kit [38];

e Apache v1.3.14 and Apache secure server using mod._ssl;

e OpenSSL v0.9.6g (previously SSLeay) by Eric A. Young [50];
e OpenLDAP v1.2.7 OpenLDAP with Globus patches [48];

e Perl v5.6;

e Perl CGlL.pm v2.74;

e CGIC by Thomas Boutell;

e SDCS GridPort toolkit [45];

e SDCS HotPage toolkit [53];

e NCSA Grid Portal Development Kit [51];

e MyProxy repository from the Portal Collaboration [40];

e Other Perl modules from CPAN;

e Tomcat Java Servlet interpreter;

e Access to database via a metadata repository;

e HTTP connection (i.e. using the Web) between the client and server;
e SQL like queries using CGI calls for querying the database;
e Single metadata schema.

We now consider some of this existing Grid middleware and look at the capabilities of the newer (or
in some cases only proposed) Web and Grid Services technology.

1.5 Globus

Globus is the current middleware of choice for Grid-based applications, in particular for controlling
compute resources. Globus v1.1.4 was used to develop the HPCPortal, but the Globus Toolkit v2.0
(GT2) is now generally available in v2.2 release and is supported by the UK Grid Support Centre http:
//www .grid-support.ac.uk. We carried out early evaluations of Globus and related middleware [3, 8,
10] and are now continuing to evaluate other middleware. Globus is rather heavy-weight and we want
to keep installations to a minimum on so-called “gatekeeper” machines. We will use more minimalist
client middleware for other hosts where cross organisation issues do not arise, such as in controlling
pools of resources (workstations or PCs) on a local area network (LAN).

Globus GT?2 uses a C language library API to access its four pillars: GSI, MDS, GASS/ GridFTP
and GRAM.

The Grid Security Infrastructure (GSI) is based on the Internet Engineering Task Force (IETF)
standard Transport Layer Security (TLS, formerly SSL, the Secure Sockets Layer). TLS and GSI
depend on the use of electronic certificates (proxies) and a public/ private key infrastructure for
security, see [34, 50, 49]. GSI is an integral, and probably the most important, part of the Globus
distribution. The Globus team have proposed significant enhancements to TLS in the area of proxy
delegation.

The Monitoring and Discovery Service (MDS) uses the Lightweight Directory Access Protocol (LDAP) [48].
LDAP is A very well known means of creating directory services (as distinct from database services).
Other directory services however come with the Web service technology, e.g. UDDI and JNDI.

The remaining pillars Grid Resource Allocation Manager (GRAM) and Global Access to Secondary
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Services (GASS) are described elsewhere.

HPCPortal is built on the Globus C API and provides corresponding functionality for single sign-
on, resources discovery, file transfer and job submission via Web forms and CGIC-based server-side
front-end processes. The basic architecture is shown in Figure 1.

2 Java

The Java language wasn’t designed for the Grid, but it could have been. Two of Java’s strongest
features, network-centricity and executable portability, fit perfectly with the concept of a universal
computational Grid. These features have led to Java being championed as the most appropriate
language for Grid middleware, and a number of network technologies have been developed around
Java which are indeed strong candidates for Grid infrastructure layers. In this section, we explore two
of these, Jini and, briefly, JXTA, and their relationship to Globus.

As well as its strong candidacy for Grid “glue”, Java is being evaluated as a language in its own
right for high-performance computing by the Java Grande Forum [56]. Java Grande is a community
initiative led by NPAC and Sun Microsystems to promote the use of Java for so-called “Grande”
applications, which require large amounts of memory, processing power or network bandwidth.

Grande applications include computational science and engineering codes, as well as large scale
database applications and business and financial models, potential Grid applications all. The Java
Grande Forum’s aim is to propose modifications to the Java language to make it more suitable for
the development of Grande codes, and to promote this use in the community. The Edinburgh Par-
allel Computing Centre, in collaboration with Sun, is actively participating in the Forum’s activities,
leading the benchmarking initiative to develop a suite of benchmarks to measure different execution
environments of Java against each other and native code implementations [56].

Even without re-coding “heritage” applications in Java, it is possible to provide a wrapper interface
to enable them to be published as Web services using the rich set of Java tools. A similar but less
rich set exists in C++ (e.g. gSOAP) and also Perl.

What of Java and Globus, then? Globus has no particular “intrinsic” support for Java; a program
written in Java and compiled to Java bytecode can be submitted as a Globus job in the same way
as any other, with the additional resource requirement of a Java Virtual Machine (JVM) on the
target platform. As you can submit portable Java executables, the built-in “staging” of Globus solves
portability on the Grid, modulo the usual problems of availability of libraries etc. However, writing
the network infrastructure in “C” (i.e. the Globus Toolkit) and performing the computational work
in Java seems a little like putting the cart before the horse. This perhaps suggests that using Java on
the Grid will be more in the way of providing competitors for Globus than natural collaborators. The
Java CoG kit (see below) goes some way to counteract this tendency.

Do Globus and the Java network technologies of Jini, JXTA and (loosely speaking) CORBA compete
with or complement each other? In answering, it should be noted that of these, only Globus has been
built with the Grid in mind; the others are technologies designed to do other things but which could
be adapted to the needs of a Grid environment. On balance, we suggest that the two approaches could
be made to work alongside each other (the Grid is, after all, a big place) but that they do offer more
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in the way of alternatives than natural bedfellows.

Will one approach win out? A lot depends on whether one views Java as having a key role to play
as the Grid’s “middleware glue” language of choice. If the answer to this is yes, than Jini, JXTA and
CORBA (which all complement each other well) offer an obvious network-centric framework on which
to build a Grid environment which can take in a wide range of compute, data and miscellaneous devices.
This model is arguably more aesthetically appealing, making use as it does of a clean combination of
flexible, platform independent technologies (Java, XML and IDL). This Java-based model is, however,
relatively immature and, whilst Jini in particular offers an excellent laboratory for investigating Grid
environments, more work is needed to develop these ideas into a viable Grid framework.

The use of Jini and JXTA in building a Grid is further considered in a separate paper [16]. We shall see
in the rest of this tutorial that Java is already taking rapid steps forward and providing a development
platform for Web and Grid services, see for instance [33]. The OGSA prototype has been developed
in Java and C++ is lagging a little way behind.

2.0.1 JDBC

The JDBC API [72] is a Java, API for accessing virtually any kind of tabular data, e.g. from relational
databases. ! The JDBC API consists of a set of classes and interfaces written in the Java programming
language that provide a standard API for tool/database developers and makes it possible to write
industrial strength database applications using an all-Java APIL.

The JDBC API makes it easy to send SQL statements to relational database systems and supports
all dialects of SQL. But the JDBC 2.0 APT goes beyond SQL, also making it possible to interact with
other kinds of data sources, such as files containing tabular data.

The value of the JDBC API is that an application can access virtually any data source and run on
any platform with a Java Virtual Machine. In other words, with the JDBC API, it isn’t necessary
to write one program to access a Sybase database, another program to access an Oracle database,
another program to access an IBM DB2 database, and so on. One can write a single program using
the JDBC API, and the program will be able to send SQL or other statements to the appropriate
data source. And, with an application written in the Java programming language, one doesn’t have
to worry about writing different applications to run on different platforms. The combination of the
Java platform and the JDBC API lets a programmer write once and run anywhere.

2.0.2 Enterprise Java Beans

To follow.

! As a point of interest, JDBC is the trademarked name and is not an acronym. Nevertheless, JDBC is often thought
of as standing for Java DataBase Connectivity.
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2.0.3 Jini

The key software challenges for the computational Grid are the development of intelligent middleware
and Grid-enabled applications. There is a complex interplay between the two: the middleware must
understand the needs of the applications that it is attempting to run, and the application must be able
to make use of information on the current status of the Grid passed to it by the middleware. With
the Grid in its current state of infancy the infrastructure does not yet exist to enable these issues to
be properly explored.

Jini [62] provides a lot of this infrastructure for free. Jini was originally developed to allow seamless
access to low-level devices such as printers. As such, services such as resource detection and discovery,
joining and leaving resource “communities” and standardised inter-object communication all exist. In
early versions of Jini, security, or rather a lack of it, was an obvious weakness, but advances in the
security model inherent in the Java language mean that Jini now supports Java’s SecurityManager
to grant or deny access to resources. Jini thus offers solutions to most of the problems that Globus
tries to solve, albeit for Java applications rather than arbitrary code (although arbitrary code can be
“wrapped up” in a Java object using Java’s native method invocation mechanism, although portability
across the Jini Grid is thereby lost).

As with CORBA (see Section 2 ), everything in Jini is based on an object model. The implementation
makes extensive use of Java features such as object serialisation, remote method invocation and porta-
bility of executables. Access is via a lookup service; server objects register with the lookup, and clients
discover about servers by querying the lookup service. The system is designed to be fault-tolerant and
the lookup is capable of removing services that are not responding. There is potential for a hierarchy
of lookup services, for example allowing a client to first query for services available locally within a
department before searching on a wider scale. The hierarchy works both ways, with a service perhaps
only making itself available via a local lookup.

In comparison to Globus, Jini is much simpler and cleaner. It should be clear from our discussions
in the previous sections that Globus provides a rather low level toolkit, solving many of the difficult
systems problems inherent in the Grid but giving the user a rather skeletal foundation on which they
must build. Jini provides a much neater “out-of-the-box” environment which makes it much easier to
experiment with Grid-like environments and investigate the more interesting aspects such as resource
brokers, application managers etc.

2.0.4 JXTA

JXTA [63] is a recently-released project from Sun Microsystems, which, as of April 2001, is operating
under an open source licence. JXTA was designed by Sun as a network programming platform specif-
ically for “peer-to-peer” systems, i.e. those in which networked devices communicate and negotiate
directly with each other without requiring the intervention of a central “server”.

JXTA’s three main objectives are stated as interoperability, platform independence and ubiquity, three
objectives which fit very well with the concept of the Grid. To achieve these goals, JXTA leverages
the platform-neutral technologies of Java and Extensible Markup Language (XML) [65]. XML is fast
becoming a lingua franca with which applications can exchange data over a network without the need
for human intervention. It could be argued that XML will be to the Grid what HTML is for the Web.
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JXTA is in many respects Sun’s response to Microsoft’s SOAP [59] and .NET [64] initiatives which also
use XML as a network messaging system. JXTA is somewhat more abstract, and thus potentially more
ubiquitous, being essentially a set of protocols for peer-to-peer operation; currently six are defined:

e peer discovery;

e peer resolver;

e peer information;
e peer membership;
e pipe binding;

e endpoint routing.

These are designed to be implementable on top of any existing software language or network protocol,
and any device that implements some or all of these protocols will be able to interact with any other.
On top of these protocols, basic services such as searching and file sharing will be built, and on top of
these will come an application layer where real work will be done.

We use the future tense advisedly here. Currently, JXTA is a series of protocol specifications and
a single, simple, set of reference services and applications released by Sun. It is farther away from
being “out-of-the-box” Grid middleware than Globus, but it does offer a different approach to Grid
computing, one inspired by recent successes like the SETI@home project and the Napster file-sharing
utility. Globus’s heritage is very much the monolithic central server culture, whereas the ideas behind
JXTA spring from the more egalitarian culture of the Internet itself, i.e. Web Services.

2.1 Java CoG kit

The Java CoG Kit [38] provides Java APIs, components and beans which supply Grid client and
selected Grid server functionality.

Commodity Grid (CoG) toolkits, also available in Perl and Python, are in the form of libraries or
classes which provide an API to access the (Globus) Grid. The Java CoG kit is the most developed
of these projects and allows access from machines on which Globus itself might not be installed.

Java CoG provides a Globus API in pure Java, including the Grid Security Infrastructure (Globus GSI),
using the TAIK Java SSL libraries to delegate credentials. The CoG kit provides API’s for submitting
jobs to gatekeepers (Globus GRAM), transferring files using GridFTP (Globus GASS) implemented
in Java and querying LDAP servers (Globus MDS) using the Java Naming and Directory Interface
(JNDI).

The whole range of Globus services is supported and everything apart from co-allocation (Globus
DUROC) support is implemented in Java. This means that almost all Globus services are accessible
from any platform on which there is a Java 2 compliant Virtual Machine. Java support has now
reached the level where it may be assumed that it is present for nearly any platform, or at least
available for installation.
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3 Introduction to Web Services

In integrating the components of the CLRC Integrated e-Science Environment, IeSE, we are using a
combination of Globus, GSI, Java CoG client services and Web Services such as XML, SOAP and
WSDL with UDDI for application information and service lookup. These are not considered to be
user services, but under-lying portal technology (integration) services.

Web services are really nothing to do with the Web, but a new breed of application accessed via
HTTP protocols. They are self-contained, self-describing, modular “applications” (components) that
can be published, located, and typically invoked using standard HTTP over port 80. Web services
can perform functions, which are anything from simple requests to complicated business or scientific
procedures.

The main difference between a normal remotely-invoked application and a Web service is that the
latter has an XML-based interface description which enables it to be largely self describing. Once
a Web service component is deployed, other applications (and other Web services) can discover and
invoke the published service via its interface.

IBM are very strong in this field, especially with their WebSphere and related products. Their Web
services tutorial [26] suggests that the notion of a Web service would have been too inefficient to be
interesting a few years ago, but current trends, like cheaper bandwidth and storage, more dynamic
content, the pervasiveness and diversity of computing devices with different access platforms, make
the need for a “glue” more important, whilst at the same time making the costs less prohibitive.
Distributing functionality enables efficiencies in large-scale application development and management
of the software-engineering process.

So why bother with the Web, instead of using favorite middleware such as RMI, Jini, CORBA, DCOM,
Globus, etc.? Whilstmiddleware platformsprovide a number of implementation vehicles for distributed
services, none of them is a clear winner. The acceptance of the Web as an information distributor,
namely simplicity of access and ubiquity, are important in resolving the fragmented middleware world
where inter-operability is a requirement. The Web complements distributed computing toolkits by pro-
viding a uniform and widely accessible interface and access glue over services that are more efficiently
implemented via a traditional middleware platform, such as Globus.

There is now an enormous and still growing technical literature on Web services. URLs to some of
this plus some available tools, found on the Web, is given in Appendix B.

3.1 Web Services Platform

In a multi-layer application architecture, Web services are in fact only wrappers for programmatic
access to existing services. Access consists of service-agnostic request handling (a listener or client)
and an interface that exposes the operations supported by the underlying service application logic.
The logic itself is typically implemented using more familiar middleware, e.g. an existing C, Java or
Fortran program. See Figure 1.

The basic Web Services platform is XML plus HTTP. HT'TP is a ubiquitous protocol, running prac-
tically everywhere on the Internet, and was really responsible for its rapid spread because it provided
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a straightforward self-describing data format for browsers to use subject to their own interpretation.
The eXtensible Markup Language (XML) is similar to HTML, but enables the user to write specialised
tags. As HTML and XML are encoded as ASCI text they are easy to transmit between computer
systems. For this reason, Web services are neutral to programming language, programming model and
system software. Most examples used Java, but there are currently also XML parsers and SOAP im-
plementations in Ada, C#, C++, Java, JavaScript, Perl, PHP, Python, Ruby, Smalltalk, Tcl, Visual
Basic, Delphi, Orchard, K etc.

Like HTML, XML is readable by humans, but is more appropriate for machine consumption and
transformation using XSL stylesheets. The most powerful feature of XML is that it provides a meta-
language in which you can write specialised languages using the pre-defined tags to express complex
interactions between clients and services or between components of a composite service. An XML
message can be converted on the Web server back end to a middleware request and the results converted
back to XML, see Figure 1.

Access and invocation are however only the bare bones. Additional support services, such as discovery,
transactions, security and authentication, are required to make the basic platform useful. Minimal
requriements for a full-function Web services platform therefore include XML plus HTTP, SOAP and
WSDL. At higher levels, one might also add technologies such as WSIL, UDDI, XAML, XLANG,
XKMS, XFS or any of the range of services based on newer XML languages — services that are not
universally required, and also not yet accepted as standards. The ones which are accepted are however
forming the basis of large-scale industry takeup such as the Microsoft . NET, IBM Dynamic e-Business
and Sun ONE projects.

Section 4 contains a brief introduction to the main platform elements. It should be noted that whilst
vendors try to present the emerging Web services platform as coherent, it currently comprises a set of
technologies in flux. At the higher levels there are multiple approaches to the same problem which may
remain in the future. Likewise, the concept of Open Grid Services presented in the recent Physiology
of the Grid paper [32] is only a proposal to the Global Grid Forum, but has a huge momentum and a
large implementation team involving IBM. See Section 5.

For more information on Web Services see [66] .

3.2 Example of using Web Services in the GLUE environment

GLUE and other hosting and development environments are described in Section 6. Here are some
examples taken from the GLUE Web site which show how easy it is to develop distributed applications
using Web services.

Writing a GLUE Service

Publishing a GLUE service is extremely easy, as you will soon see. At its simplest, you take an existing
Java class and an associated interface file and wrap them.

First, let’s create a very simple class that will be used to deliver the service functionality, namely
echoing an input string.
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public class Echo {
public String echoString(String inputString) {
return inputString;

}

As you can see, it has no idea yet that it will “grow up” to become a GLUE service! So publishing
services based on classes that you have already built is very easy.

After compling this, we can publish the service by creating the file EchoService. java:

import electric.registry.Registry;
import electric.server.http.HTTP;

public class EchoService {
public static void main (String[] args) throws Exception {
HTTP.startup(‘ ‘http://localhost:8888/glue’’);
Registry.publish (‘‘urn:Echo’’, new Echo());
}

After compiling and runing EchoService, you will see something like the following:

example> java EchoService
GLUE beta 4.0 \copyright 2001 The Mind Electric
startup server on http://192.168.0.8:8888/glue

The server is now running! A browser can be pointed at http://localhost:8888/glue/urn:Echo.wsdl.
The auto-generated WSDL service description for the service will then be seen.

Writing a GLUE Client

Now, let’s build a GLUE client that consumes the service we just built. GLUE makes it extremely
easy to make client calls to published Web services.

First, it’s important to note that GLUE clients use WSDL descriptions to configure themselves for
consuming a service. In some server toolkits, such as GLUE and .NET, the WSDL is automatically
generated for a published service. In others, the WSDL document must be generated offline and
hosted as a static document somewhere.

First, let’s use GLUE’s wsd12java utility to read a WSDL file and generate the Java interface and
helper class for our client.

wsdl2java http://localhost:8888/glue/urn:Echo.wsdl
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Running this command results in two files being produced:

IEcho. java is the interface file for the service and Echo. java is the helper class. Once you compile
these two files, it’s easy to invoke the service with the following code:

import electric.registry.Registry;

public class EchoClient {
public static void main(String[] args) throws Exception {
IEcho echo = EchoHelper.bind();
String result = echo.echoString(‘‘Hello’’);
System.out.println(‘‘Got back ‘‘+result);

When this EchoClient class is created, we run it:

example> java EchoClient
Got back Hello

Using Existing Services

Now, let’s try using one of the services from XMethods http://www.xmethods.net, e.g. the Temper-
ature Service. This service has a single method called getTemp, with the following signature:

float getTemp(String zipcode)

It takes in a US zipcode argument and returns back a floating point number representing the temper-
ature at the geographical location represented by that zipcode, in Fahrenheit, at the time of enquiry.

First, we run wsdl2java against the WSDL URL. The URL is available in the XMethods service
listing for Temperature, found at http://www.xmethods.net/detail .html?id=8.

example> wsdl2java \
http://www.xmethods.net/sd/2001/TemperatureService.wsdl

This creates the two files ITemperatureService.java and TemperatureService.java. Once we
compile these two files, we can write a client code to check the temperatur in Palo Alto (zipcode
94043):

import electric.registry.Registry;
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public class TempClient {
public static void main(String[] args) throws Exception {
ITemperatureService temp = TemperatureServiceHelper.bind() ;
float currentF = temp.getTemp(‘‘94043’’);
System.out.println(‘‘It’s ’’+currentF+‘‘ degrees F in Palo Alto’’);

}

When we compile and run this client, we might get:

example> java TempClient
It’s 60.0 degrees F in Palo Alto

It is important to realise that we’ve only scratched the surface of Web services with these examples.
It is anticipated that we will provide more examples for CLRC collaborators as our work progresses.

4 Web Services Platform

After a note about HTTP, this section describes the XML-based service languages and APIs, not the
execution (container) environments which are the subject of Section6.

4.1 Basic Web Services
4.1.1 HTTP, HTTPS and HTTPR

HTTP [58] is the accepted protocol for Web server-to-browser client communication with visual pre-
sentation of ASCII text on receipt over port 80. HTTPS utilises a secure transport based on TLS.
Communication from client browser to server is in the form of GET or POST actions with the inclusion
of environmental variables, typically created by the browser in HTML forms, accessed on the server
via the Common Gateway Interface (CGI). CGI can be used in C, C++, Perl and Fortran, but not
Java which requires server page wrapping, e.g with Apache Tomcat. HTTPR is a proposal from IBM
for a reliable HTTP transport.

It is important to note that Web services are typically concentrated through port 80, and this has
enabled many optimised clients and servers to be developed and tested for robustness and security.
Port 80 is closely monitored in most domains, with filtering to remove messages deemed unaccepatable
for a variety of reasons. This is facilitated because HTML (and also XML) uses ASCII text, so it can
be scanned unless it has been encryped using HTTPS. A interesting consideration of security issues
for Web and Grid applications is given in a report by Mike Surridge [44].
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4.1.2 XML

The eXtensible Markup Language (XML) [61], like HTML and SGML, is designed to mark up docu-
ments, but has no fixed tag vocabulary. The tags are defined for each application using a Document
Type Definition (DTD, now becoming deprecated) or a more modern extensible XML Schema (XSD).
A well-formed XML document is a labelled tree containing hierarchical definitions. Note that DTD and
XML Schema address syntactic conventions and do not address semantics. XML Schema, are them-
selves valid XML documents. Many new formats are expressed in XML, such as SMIL (Synchronised
Multimedia Integration Language).

XML is very powerful because it is provided with descriptive tags and can thus be transformed
automatically to other marked-up formats based on stylesheet information. This is accomplished
using XSLT, XML Stylesheet Transformations. An example is in transforming XML input including
textual data into HTML output for presentation in a browser with the addition of formatting and
background information based on the tags used. It could at the same time be converted to a set of

printable forms or database entries. This procedure requires a interpretation engine (parser) such as
XML::SAX, XML::DOM or JDOM.

We note that there are now specialised databases for storing and searching across XML documents,
see for instance Xindice in Section 6. We will not describe XML further here as there are a large
number of textbooks on the subject, see for instance [33] and references at the end of this tutorial.

4.1.3 SOAP and XMLP

Simple Object Access Protocol (SOAP) [59] (sometimes referred to as Service Oriented Access Pro-
tocol) is a protocol specification that defines a uniform way of passing XML-encoded data using an
envelope. It also defines a way to perform remote procedure calls (RPCs) using HTTP as the un-
derlying communication protocol. SOAP is written in XML with an envelope consisting of head and
body and is therefore independent of the underlying transport protocol so can be carried over HTTP,
SMTP, FTP, Java Messaging Service (JMS) or others.

The following is a simple example of a SOAP request to a stock quote service from Xmethods. The
remote method is getQuote which takes one argument to say which stock we are inspecting. This
service request must be sent to endpoint services.xmethods.net. The response will be returned in a
similar SOAP message.

<7xml version="1.0" encoding="UTF-8"7>

<SOAP-ENV:Envelope xmlns:SOAP-ENV="http://schemas.xmlsoap.org/soap/envelope/"
xmlns:SOAP-ENC="http://schemas.xmlsoap.org/soap/encoding/"
xmlns:xsi="http://www.w3.0rg/1999/XMLSchema-instance"
xmlns:xsd="http://wuw.w3.0org/1999/XMLSchema"
xmlns:ns="urn:xmethods-delayed-quotes"
SOAP-ENV:encodingStyle="http://schemas.xmlsoap.org/soap/encoding/">

<SOAP-ENV : Body>

<ns:getQuote>

<symbol>AOL</symbol>
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</ns:getQuote>
</SOAP-ENV: Body>
</SOAP-ENV:Envelope>

SOAP arose from the realisationthat current middleware needed a wrapper to be used on the Wide
Area Network (WAN). Architecturally, sending messages as plain XML has advantages in terms of
ensuring inter-operability and for debugging. The middleware developers seem willing to put up with
the overheads of parsing and serialising XML in order to scale their approach to wider networks. It
can also offer security advantages if the only messages that arrive through port 80 are encoded in
XML and conform to a pre-defined publically accessible schema.

SOAP was submitted to the W3C in 2000 as a “Note” by a consortium comprising IBM, Microsoft,
UserLand, and DevelopMentor. Its development is now in the care of the W3C’s XML Protocols
Working Group [60]. This effectively means that SOAP is frozen and a stable de facto standard until
such time as the group delivers a full specification.

See also Don Box’s Brief History of SOAP [19].

4.1.4 WSDL

Web Services Description Language (WSDL) [23] provides XML documents as templates for how
services are described by and bound to clients. It provides away for service providers to describe the
basic format of Web service requests over the different protocols or encodings acceptable the endpoint
services. WSDL is thus used to describe what a Web service can do, where it resides, and how to
invoke it. Whilst the claim of SOAP/ HTTP independence is made in various specifications, WSDL
is most widely used with SOAP/ HTTP/ MIME as the remote object invocation mechanism. UDDI
registries (see below) describe numerous aspects of Web services, including the binding details of the
service. WSDL fits into the subset of a UDDI service description.

WSDL defines services as collections of network endpoints or “ports”. In WSDL the abstract defini-
tion of endpoints and messages is separated from their concrete network deployment or data format
bindings. This allows the reuse of abstract definitions of messages, which are abstract descriptions of
the data being exchanged, and “port types”, which are abstract collections of operations. The concrete
protocol and data format specifications for a particular port type constitute a re-usable “binding”. A
port is defined by associating a network address with a reusable binding — a collection of ports define
a service. A WSDL document thus uses the following elements in the definition of network services:

e Type — a container for data type definitions using some type system (such as XSD);

e Message — an abstract, typed definition of the data being communicated;

Operation — an abstract description of an action supported by the service;

Port Type — an abstract set of operations supported by one or more endpoints;

Binding — a concrete protocol and data format specification for a particular port type;
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e Port — a single endpoint defined as a combination of a binding and a network address;

e Service — a collection of related endpoints.

WSDL is currently implemented to work with SOAP 1.1, HTTP GET/ POST and MIME.

Elements of the generic WSDL schema are shown as UML classes in Figure 2. The following example
is just part of the GoogleSearch.wsdl file downloaded from the Google service Web site, missing parts
are shown as “...”.

<?xml version="1.0"7>

<!-- WSDL description of the Google Web APIs.
The Google Web APIs are in beta release. All interfaces are subject to
change as we refine and extend our APIs. Please see the terms of use
for more information. —-->
<definitions name="urn:GoogleSearch"
targetNamespace="urn:GoogleSearch"
xmlns:typens="urn:GoogleSearch"
xmlns:xsd="http://wuw.w3.0org/2001/XMLSchema"
xmlns:soap="http://schemas.xmlsoap.org/wsdl/soap/"
xmlns:soapenc="http://schemas.xmlsoap.org/soap/encoding/"
xmlns:wsdl="http://schemas.xmlsoap.org/wsdl/"
xmlns="http://schemas.xmlsoap.org/wsdl/">

<!-- Types for search - result elements, directory categories -->

<!-- Messages for Google Web APIs - cached page, search, spelling. -->
<message name='"doGoogleSearch">

<part name="key" type="xsd:string"/>
<part name="q" type="xsd:string"/>
<part name="start" type="xsd:int"/>

<part name="maxResults" type="xsd:int"/>

<part name="filter" type="xsd:boolean"/>
<part name="restrict" type="xsd:string"/>
<part name="safeSearch" type="xsd:boolean"/>
<part name="1r" type="xsd:string"/>
<part name="ie" type="xsd:string"/>
<part name="oe" type="xsd:string"/>

</message>

<!-- Port for Google Web APIs, "GoogleSearch" -->
<portType name="GoogleSearchPort'">
<operation name="doGoogleSearch">
<input message="typens:doGoogleSearch"/>




4 WEB SERVICES PLATFORM 19

<output message="typens:doGoogleSearchResponse"/>
</operation>

</portType>

<!-- Binding for Google Web APIs - RPC, SOAP over HTTP -->
<binding name="GoogleSearchBinding" type="typens:GoogleSearchPort">
<soap:binding style="rpc"
transport="http://schemas.xmlsoap.org/soap/http"/>
<operation name="doGoogleSearch">
<soap:operation soapAction="urn:GoogleSearchAction"/>
<input>
<soap:body use="encoded"
namespace="urn:GoogleSearch"
encodingStyle="http://schemas.xmlsoap.org/soap/encoding/"/>
</input>
<output>
<soap:body use="encoded"
namespace="urn:GoogleSearch"
encodingStyle="http://schemas.xmlsoap.org/soap/encoding/"/>
</output>
</operation>

</binding>

<!-- Endpoint for Google Web APIs -->
<service name="GoogleSearchService">
<port name="GoogleSearchPort" binding="typens:GoogleSearchBinding">
<soap:address location="http://api.google.com/search/beta2"
proxy="http://wuwcache.dl.ac.uk:8080" />
</port>
</service>

</definitions>

4.2 Extended Services

The chief extension to the basic platform is to enable service discovery. The proposed use of WSIL
and UDDI in an e-Science environment is considered in a separate paper [?].

4.2.1 Web Services Inspection Language

Web Services Inspection Language (WSIL) [21], comprises a simple XML language and related con-
ventions for locating service descriptions published by providers. A WSIL document can contain a
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collection of service descriptions and links to other sources of service descriptions. A service descrip-
tion is usually a URL to a WSDL document — occasionally it could be a reference to an entry within a
UDDI registry. A link is usually a URL to another WSIL document, or a reference to a UDDI entry.
With WSIL, a service provider creates a document and makes it accessible over the Internet. Service
clients use standard Web-based access mechanisms, such as HT'TP GET, to retrieve this document
and discover what services the provider advertises. WSIL documents can be organised in different
forms of index.

4.2.2 UDDI

UDDI provides a mechanism for clients to dynamically find other Web services. Using a UDDI
interface, applications can dynamically connect to services provided by other applications, such as
portals. A UDDI registry is similar to a CORBA trader, or it can be thought of as a DNS service
for applications. A UDDI registry has two kinds of clients: applications that want to publish a
service (and its usage interfaces); and clients who want to obtain services of a certain kind and bind
programmatically to them. The table below is an overview of what UDDI provides. UDDI is layered
over SOAP and assumes thatrequests and responses are UDDI objects sent around as SOAP messages.

There is no near-term plan for UDDI to support full-featured discovery (e.g. geography-limited
searches or bidding and contract negotiation supported by vendors like eLance). Developers how-
ever expect UDDI to be the basis for higher level services supported by some other standard. There
are plans for UDDI to support more complex logic, including support for hierarchical business organ-
isations. UDDI has fairly broad support since IBM,Ariba, and Microsoft are driving it, but it is not
yet an open standard. These companies support and mirror a publically accessible UDDI called the
Universal Business Registry (UBR).

4.3 Other High-level Components

Many other XML-based languages have been proposed for a variety of purposes. This is a rapidly
changing area, so we give only a sample below with some additional accessories. The list goes on and
you could easily make up some of your own. Some of the implementations and toolkits are listed in
Appendix B.

4.3.1 XML Query

A likely candidate for the format of queries to databases via a Web service is XML Query, from the
W3C. Whilst this is a new language, examplar implementations are likely to appear within the next
year. It provides a data source independent query language over XML data sources. The transmission
of queries currently uses a loose coupling via HTTP. It may be appropriate to provide alternative
versions of this component allowing access via e.g. 7Z39.50, JDBC, and LDAP.
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Information

Operations

Detailed information (sup-
ported by lower-level API)

White pages: Information
such as the name, address,
telephone number, and other
contact information of a given
application

Publish: How the provider of
a Web service registers itself.

Application informa-
tion: Contained in a
BusinessEntity object,
which in turn contains in-
formation about services,
categories, contacts, URLs,
and other things necessary
to interact with a given
application.

Yellow pages: Information
that categorises applicationss.
This is based on existing (non-
electronic) standards

Find: How an application
finds a particular Web service.

Service information: De-
scribes a group of Web ser-
vices. These are contained in
a BusinessService object

Green pages: Technical in-
formation about the Web ser-
vices provided by a given ap-
plication.

Bind: How an application
connects to, and interacts
with, a Web service after it’s
been found

Binding information: The
technical details necessary to
invoke a Web service. This
includes URLs, information
about method names, argu-
ment types, and so on. The
BindingTemplate object rep-
resents this data

Service Specification De-
tail: This is metadata about
the various specifications im-
plemented by a given Web ser-
vice. These are called tModels
in the UDDI specification

Table 1: UDDI
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4.3.2 BEEP: Block Extensible Exchange Protocol

BEEP [42] is a new standards-track protocol framework for Internet applications. Beepcore is a
library for developing BEEP-enabled applications and http://www.beepcore.org is the Web site for
the growing community of BEEP developers.

BEEP, the Application Protocol Framework BEEP is a “turbocharger” for Internet applications that
offers advanced features such as:

a standard application layer that supports dynamic, pluggable application ”profiles” (protocols);
peer-to-peer, client-server, or server-to-server capabilities;

multiple channels over a single authenticated session;

support for arbitrary MIME payloads, including XML;

a standard layer for session management.

4.3.3 ebXML

ebXML [77], sponsored by UN/ CEFACT and OASIS, is a modular suite of specifications that enables
enterprises of any size and in any geographical location to conduct business over the Internet. ebXML
aims to build a registry that includes more detailed, business process-specific information about ser-
vices. Using ebXML, companies now have a standard method to exchange business messages, conduct
trading relationships, communicate data in common terms and define and register business processes.
For instance if a service is part of a complex application, ebXML lets you specify the workflow and

interaction with other elements in the application, through the use of Collaboration Protocol Profiles
(CPP) and Collaboration Protocol Agreements (CPA).

4.3.4 XLang and XAML

XLang and XAML also aim to provide transactional support for complex Web transactions involving
multiple Web services.

XLang [68] from MicroSoft supports complex transactions that may involved multiple Web Services.
It may also be useful to be able to decompose services, replacing elements to meet individual needs.

The traditional notion of a database transaction is an atomic action, that is, the state of the relevant
database records cannot change until it is complete. Providing this kind of guarantee in a distributed
infrastructure involves an expensive process calledtwo-phase commit. An alternative optimistic model
has been proposed in database research (originally called saga and proposed by Hector Garcia-Molina),
where actions have explicit compensatory actions which negate the effect of the action if it is cancelled
or if something else changes.

In the real world of actions, the existence of compensatory actions is quite common. For instance if
I debit a credit card by £52, the compensatory action is to credit the credit card with £52. If I sent
out an e-mail saying ”you’ll get the product you ordered in seven days”, the compensatory action is
to send an e-mail saying, "oops, I made a mistake and it’s going to take longer than that”. XLang
is a notation for expressing the compensatory actions for any request that needs to be undone. The
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Web Services infrastructure can leverage XLang specifications to perform complex undo operations.

Transaction Authority Markup Language (XAML) [69] provides a more traditional two-phase commit
style transactional semantic over Web services. A business-to-business Web transaction to purchase
chocolate follows — a working example from the XAML specification (but we preffered chocolate!).
XAML does not completely restrict itself to two-phase commits, and it leaves open the possibility
that some action "undos” will be compensatory actions like XLang. Whilst two-phase commit is
clearly useful in enterprise integration, a number of Web transactions (e.g business-to-consumer trans-
actions) are well captured by the computationally cheaper compensatory action model. Until XAML
makes compensatory actions an important part of their model, it would seem that XLang has ample
justification to exist.

The following scenario demonstrates a business-level transaction involving a set of Web services that
could utilise XAML. Consider an food prooducts company that purchases chocolate from an exporter
on the Web. In order for the buyer to purchase the chocolate, she requires additional value-added
services provided by third parties, such as shipping with specific delivery terms, payment financing,
casualty insurance, and government compliance for safe transport of foodstuffs. The buyer will not
agree to the purchase the of chocolate until all of these services are available, and until all of them
meet her requirements. She will purchase all of them or none of them. In other words, all of these
related requirements need to be satisfied in order for the business transaction to be completed.

The software providing the top-level business transaction needs to coordinate with each of the partic-
ipating Web services. These include:

(1) the exporter’s inventory system;

(2) an insurance policy service to insure the product being shipped;

(3) a financing service to ensure payment according to vendor terms;

(4) a transportation service to guarantee timely shipment and delivery of product; and

(5) a regulatory service to ensure compliance with government foodstuff safety requirements.

4.3.5 XKMS: XML Key Management Specification

XKMS is an effort by MicroSoft and Verisign to integrate PKI and digital certificates (which are used
for securing Internet transactions) with XML applications. The key idea is to delegate the signature
processing to a trust server on the Web, so that thin or mobile clients don’t have to do it themselves.
XKMS relies on the XML Signature specification already being worked on by W3C and on anticipated
work at W3C on an XML encryption specification.

XKMS consists of two parts: the XML Key Information Service Specification (X-KISS); and the XML
Key Registration Service Specification (X-KRSS). The X-KISS specification defines a protocol for
a trust service that resolves public key information contained in XML-SIG elements. The X-KISS
protocol allows a client of such a service to delegate part or all of the tasks required to process infor-
mation about the key signer. A chief objective of the protocol design is to minimise the complexity
of application implementations by allowing them to become clients, thereby shielded from the com-
plexity and syntax of the underlying PKI used to establish trust relationships. These may be based
upon a different specification such as X.509/PKIX, SPKI, or PGP. X-KRSS describes how public key
information is registered.
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Whilst there are no inviolable ties in these proposals to protocols and transports, the current XKMS
specification relies on XML, SOAP, and WSDL.

Other initiatives in this area include S2ML (Security Services Markup Language) and AuthXML,
which are being unified under the auspices of the OASIS XML Security Services committee.

4.3.6 ADS: Advertisement and Discovery of Services

ADS protocol components are designed to facilitate the building of a UDDI crawler that can pull
UDDI advertisements off the Web, without people having to push ads to the registry. Whilst ADS
accepts WSDL as the XML format for a service, it also has to deal with discovering services that
don’t have the XML capabilities to build WSDL descriptions. For the XML world, it standardises
on a svcsadvt.xml file placed in the root of a Web server, which then collectively advertises all the
services available on that Web site. This takes away the burden on each service to advertise itself,
and it provides service crawlers a single place to look for advertisements. This could be used as an
alternative to the LDAP registry preferred by the Globus developers.

For applications that want to advertise their services without the XML overhead, ADS proposes an aug-
mented HTML META tag with name=<serviceDescriptionLocation> and content=<valid URL
of document containing service advertisements>. In the case of HTML based service crawling,
the crawler makes some conclusions about the service properties based on the traversal context.

4.3.7 RDF: Resource Definition Framework

RDF is a standard way of expressing metadata, specifically resources on the Web, although it can be
used to represent any kind of structured data. It is based on “triples”, where each triple expresses
the fact that an object O has attribute A with value V, written as A(O,V). An object can also be
a value enabling triples to be “chained”, and in fact any RDF statement can itself be an object or
attribute — this is called reification and permits nesting. RDF Schema, are to RDF what SML Schema,
are to XML — they permit definition of a vocabulary. Essentially RDF Schema provide a basic type
system for RDF such as Class, subClassOf and subProperty0f. RDF Schema are themselves valid
RDF expressions.

XML and RDF with appropriate schema enable the representation of content and meta-content. There
are an increasing number of tools to work with these formats, such as parsers.

4.3.8 DAML and OIL

The DARPA Agent Markup Language (DAML) Program [74] officially began in August 2000. The
goal of the DAML effort is to develop a language and tools to facilitate the concept of the Semantic

Web. The DAML language is being developed as an extension to XML and the Resource Description
Framework (RDF).

OIL is the Ontology Interchange Language [75]. The latest release of the language (DAML+OIL)
provides a rich set of constructs with which to create ontologies and to markup information so that it
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is machine readable and understandable.

4.3.9 WebDAV: Web based Distributed Authoring and Versioning

WebDAV [47] is an extension of HTTP to enable distributed Web authoring tools to be broadly
interoperable whilst supporting user needs.

4.3.10 WSFL: Web Services Flow Language

WSFL [67] is an IBM proposal to define work flows as combinations of Web Services and enable work
flows themselves to appear as services. This addresses “orchestration” of Web Services into more
complex services. This paper on an Integrated e-Science Environment essentially proposes to do this
and may well make use of WSFL in the future.

5 Open Grid Service Architecture

The proposed Open Grid Services Architecture was released for discussion in early 2002 [32]. A detailed
draft specification was published on the Globus Web site on 14th February 2002 for discussion at the
4th Global Grid Forum (GGF4, Toronto). Discussions leading to a full specification have continued
since.

OGSA draws on the same infrastructure as used in Web services — XML, SOAP, WSDL and WSIL.
However there are some important conceptual and practical extensions, which arise from the need to
address a dynamic Grid environment providing mechanisms to create and discover customised service
instances with controlled, fault resilient and secure management of distributed atomic or collective
services, often with long-lived state.

Four important concepts in OGSA are:

Naming: Each Grid service instance is globally, uniquely and for all time named by a “Grid Service
Handle” (GSH);

Factories: A factory is typically a persistent service (similar to a standard Web service) whose func-
tion is to create service instances of a particular kind. A factory will also have an associated
registry to keep track of these instances and enable discovery;

Instances: The GSH is just a minimal name in the form of a URI and does not carry enough
information to allow a client to communicate directly with the service instance. Instead a GSH
must be “mapped” to a “Grid Service Reference” (GSR) via the registry;

Stateful: a Grid service instance has state. A process can be initiated via a method call on a service
porttype and its state checked at a later time using the GSR.
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A GSR contains all information that a client may require to communicate with the service via one
or more protocols. Whilst a GSH is valid for the entire lifetime of the Grid service instance, a GSR
may become invalid, therefore requiring a client to use the mapping service to acquire a new GSR
appropriate to a particular binding using the GSH.

A GSR is encoded using WSDL, so that a WSDL document should be the minimal information
required to describe fully how to reach the particular Grid service instance.

5.1 Lifetime Management and Soft-state Communication

The lifetime of a Grid service is demarked by the creation and destruction of that service. Creation is
via a factory, but destruction may be via a direct method call. A Grid service may support notification
of lifetime-related events, possibly via a notification service. A Grid service may also support soft-
state lifetime management, that means it must receive regular contacts with a client in order to remain
alive. This is a Grid mechanism for avoiding orphaned processes and services.

5.2 Upgrades

A Grid service which is invoked from an application will stay alive if soft-state requests are sent to
it from time to time. It may however decide to prolong its own lifetime or teminate and relinquish
its resources if circumstances dictate. This behaviour can permit service upgrades to be performed
with an old service gracefully handing over to a new service with the same functionality. There has
however been a lot of debate about how to guarantee “sameness”.

5.3 GSI and Delegation

Grid services must be built on a Grid Security Infrastructure. There are ongoing discussions about
the exact form of this infrastructure and possible solutions include wrapping the Globus GSI layer or
using the proposed Web service security standard.

5.4 Service Registry

A registry (either belonging to a factory or an independent service) will maintain a collection of GSHs
with associated policies. Authorised clients may query the registry to discover available services. A
Grid service may be a member of any number of registries and for any portion of the service’s lifetime.

5.5 Service Publication and Discovery

A registry makes available a WS-Inspection document [21] to aid in discovery of services in a registry.
We have considered the wider use of WSIL in an e-Science environment in a separate paper [?].
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5.6 The OGSA Technology Preview Prototype

The Open Grid Security Infrastructure, most of what has been described above implementing the four
basic pillars of Globus (see section 1.5), are provided as a Java-based reference implementation in the
Technology Preview. This will form the basis of the Globus Toolkit v3.0 release in mid 2003. Current
work is with TP4 which was available in November 2002.

5.7 gSOAP GSI Plugin

The gSOAP C++ Web services platform (see Section 6.5 below) is being extended to work with the
OGSA TP services. This was first released in September 2002 and is keeping track of OGSI evoluation.
It initially supported the Grid Security Infrastructure within a gSOAP application enabling mutual
authenticatin and authorisation handling. The “plugin”, which is a GSI code module for gSOAP
became available in October and had added support for HTTPG binding. Delegation for batch job
submission is now also available.

The gSOAP plugin is available for free download from Massimo Cafaro’s Web site at University of
Lecce, Italy, http://www.unile.it/~cafaro/.

5.8 OGSA-DAI

OGSA-DAI is a major UK contribution to develop generic Grid data services based on the OGSA
specification. It targets Data Access and Integration, providing services for both XML and relational
databases and interoperability. This work is a collaboration between the Universities of Edinburgh,
Newcastle upon Tyne and Manchester with Oracle Corporation and IBM and is partly funded by the
DTT. Tt is planned to finish in August 2003.

Work is based on the conceptual architecture defined by the UK Grid Database Task Force [76].

Technology prototypes are already available for access to XML data using the Xindice database
(see Section 6.2) and RDBMSs including DB2, MySQL and Oracle. Software can be downloaded
for evaluation from http://www.epcc.ed.ac.uk/gridserve and http://umbriel.dcs.gla.ac.uk/
NeSC/general/projects/0GSA_DAI.

6 Development Environments and Tools

We now provide information about some execution containers and fully integrated development en-
vironments and tools which may help to get potential users off the ground with Web services.
There are useful broader surveys of development tools at http://www.uddi.org/solutions.html
and http://www.xmethods.org under “Implementations”.

There are a large number of SOAP implementations, some of which are: Apache 2.2, Apache Axis,
ASP.NET, Cape Connect, Delphi, easySOAP++, eSOAP, Frontier, GLUE, gSOAP, Tona XMLBus,
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kSOAP, MS SOAP, Phalanx, SIM, SOAP::Lite, SOAP4R, Spray, SQLData, Wasp Adv., Wasp C++,
White Mesa, xSOAP, ZSI, 454C.

A review of some of these environments, based on a number of ongoing practical evaluations, is
provided in a separate report [?].

6.1 Apache XML project

The goals of the Apache XML project are:

e to provide commercial-quality standards-based XML solutions that are developed in an open
and cooperative fagshion;

e to provide feedback to standards bodies (such as IETF and W3C) from an implementation
perspective; and

e to be a focus for XML-related activities within Apache projects.

The Apache XML project currently consists of the following sub- projects, each focused on a different
aspect of XML:

Xerces: XML parsers in Java, C++ (with Perl and COM bindings);
Xalan: XSLT stylesheet processors, in Java and C++;

Cocoon: XML-based Web publishing, in Java;

AxKit: XML-based Web publishing, in mod_perl;

Xang: Rapid development of dynamic server pages, in JavaScript;
Batik: A Java based toolkit for Scalable Vector Graphics (SVG);
Crimson: A Java XML parser derived from the Sun Project X Parser;
SOAP: Simple Object Access Protocol — see Axis;

Axis: SOAP processing framework.

Cocoon and AxKit (Java and Perl respectively) are really XML-based publishing frameworks aimed
at Web sites. Cocoon is Java based. AxKit uses C and C++ libraries with a range of Perl parsing
and DOM tools. These tools, together with the basic XML parsers and transformation engines have
enabled more sophisticated tools such as Xang, Batik and Crimson to be developed for more specialised
purposes.

For more information see http://xml.apache.org/ and http://xml.apache.org/cocoon.

Some of the components are described below.
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6.1.1 Xerces

Xerces (named after the Xerces Blue butterfly) provides high-quality XML parsing and generation.
Fully-validating parsers are available for both Java and C++, implementing the W3C XML and DOM
(level 1 and 2) standards, as well as the de facto SAX (version 2) standard. The parsers are highly
modular and configurable. Support for XML Schema (draft W3C standard) is also provided.

A Perl wrapper is also provided for the C++ version of Xerces, which allows access to a fully validating
DOM XML parser from Perl. It also provides for full access to Unicode strings, since Unicode is a key
part of the XML standard.

A COM wrapper (also for Xerces-C) provides compatibility with the Microsoft MSXML parser.

6.1.2 Xalan

Xalan (named after a rare musical instrument) provides high-performance XSLT stylesheet processing.
Xalan fully implements the W3C XSLT and XPath recommendations. The stylesheet processor is
feature-rich and robust. The XPath Processor is useable as a stand-alone component. Xalan uses
the Bean Scripting Framework (BSF) to implement Java or script extensions and features multiple
document output extensions. Data-binding extensions for SQL/JDBC and other data providers are
being developed.

Xalan is currently available in Java and C++.

6.1.3 Cocoon

Apache Cocoon is an XML publishing framework. It allows you to define XML documents and
transformations to be applied to them, to eventually generate a presentation format of your choice
(HTML, PDF, SVG, etc.). Cocoon also gives you the possibility to have logic in your XML files (so
that the XML file itself can become dynamically generated). Cocoon is developed on top of the Avalon
Server Framework, which is a stable and scalable framework. Cocoon helps you separate out areas
such as logic, content, style, and management, with different handling mechanisms for each. This
typically allows developers, business analysts, designers, and administrators to work with each other
on independent code development.

Cocoon is thus a powerful framework for XML Web publishing which includes a rich abstraction
mechanism easing consolidated Web site creation and management based on the XML paradigm and
related technologies.

6.1.4 AxKit

Apache AxKit is an XML Application Server for Apache. It provides on-the-fly conversion from
XML to any format, such as HTML, WAP or text using either W3C standard techniques, or flexible
custom code. AxKit also uses a built-in Perl interpreter to provide some powerful techniques for
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XML transformation. The pipelining technique that AxKit uses allows content to be converted to a
presentable format in stages, allowing certain platforms to see data differently to others. AxKit is based
on components that are replaceable. This allows a Web site developer to create a completely custom
XML application server based around the AxKit API. AxKit can either automatically provide caching
facilities, or you can create your own cache handler, so that XML transformations (which can be time
consuming) only happen when required. The toolkit also provides ability to build component-based
Web sites, and dynamic content. Database integration is fully supported, allowing either delivery of
XML from a database, or XML generation from a database query. Dynamic Web components can
be built using the Perl language, familiar to Web developers from CGI scripts, without the potential
mess that CGI programming can cause.

AxKit brings the power of XML Web publishing and dynamic XML based applications to the Apache
Web server using the mod_perl framework and the Apache C API to combine the power of XML with

the performance of a native Apache solution. Because it uses Perl, AxKit can be installed on a large
number of platforms including: Linux, Solaris, HPUX, AIX, Windows NT, BeOS, BSD, VMS.

6.1.5 Xang

Apache Xang lets you quickly build data-driven, cross-platform Web applications that integrate dis-
parate data sources. The Xang architecture again cleanly separates data, logic and presentation. It is
based on open industry standards such as HT'TP, XML, XSL, DOM and ECMAScript (JavaScript).
A Xang application is defined by a single .XAP file which is an XML text file. The structure of the
.XAP file is a hierarchy of URL addressable elements. It aggregates multiple data sources making the
data URL addressable and defines custom methods to access the data. These custom methods can
be invoked through simple HTTP requests, via a Web browser or simple client side API. This .XAP
file is stored on a Web server and when a client requests this file, the Xang system loads the file and
passes the request on to the logic in the file.

6.1.6 Batik

Batik is a Java-based toolkit for applications that want to use images in the Scalable Vector Graphics
(SVG) format for various purposes, such as viewing, generation or manipulation. The project’s ambi-
tion is to give developers a set of core modules which can be used together or individually to support
specific SVG solutions. Another aim of the Batik project is to make it highly extensible (for example,
Batik allows the developer to handle custom SVG tags). Even though the main goal of the project is
to provide a set of core modules, one of the deliverables is a full fledged SVG browser implementation
which validates the various modules and their inter-operability.

With Batik, you can manipulate SVG documents anywhere Java is available. You can also use the
various Batik modules to generate, manipulate, transcode and search SVG images in your applications.
Batik makes it easy for Java-based applications to deal with SVG content. For example, using Batik’s
SVG generator, a Java application can very easily export its graphics in the SVG format. Using
Batik’s SVG processor and SVG viewing component, an application can also very easily integrate
SVG viewing capabilities. Another possibility is to use Batik’s modules to convert SVG to various
formats, such as raster images (JPEG or PNG).
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6.1.7 Apache AXIS

Axis is essentially a SOAP engine — a framework for constructing SOAP processors such as clients,
servers, gateways, etc. The current version of Axis is written in Java, but a C++ implementation of
the client side of Axis is being developed.

Axis is the third generation of Apache SOAP (which began at IBM as "SOAP4J”). In late 2000,
the Apache development group began discussing how to make the SOAP engine much more flexible,
configurable, and able to handle both SOAP and the upcoming XML Protocol specification from the
W3C. Axis v2 now delivers the following key features:

Speed: Axis uses SAX (event-based) parsing to acheive significantly greater speed than earlier ver-
sions of Apache SOAP;

Flexibility: The Axis architecture gives the developer complete freedom to insert extensions into the
engine for custom header processing, system management, or anything else you can imagine;

Stability: Axis defines a set of published interfaces which change relatively slowly compared to the
rest of Axis;

Component-oriented deployment: You can easily define reusable networks of Handlers to imple-
ment common patterns of processing for your applications, or to distribute to partners;

Transport framework: We have a clean and simple abstraction for designing transports (i.e. senders
and listeners for SOAP over various protocols such as SMTP, FTP, message-oriented middleware,
etc), and the core of the engine is completely transport-independent;

WSDL support: Axis supports the WSDL, version 1.1, which allows you to easily build stubs to
access remote services, and also to automatically export machine-readable descriptions of your
deployed services from Axis.

Features

This v2 release includes the following features:

e SOAP 1.1 compliant engine (with limited SOAP 1.2 support);

e Flexible configuration/ deployment system;

e Support for ”drop-in” deployment of SOAP services (JWS);

e Support for all basic types, and a type mapping system for defining new serialisers/ deserialisers;

e Automatic serialisation/ deserialisation of Java Beans, including customisable mapping of fields
to XML elements/attributes;

e Automatic two-way conversions between Java Collections and SOAP Arrays;

e Providers for RPC and message based SOAP services;
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e Automatic WSDL generation from deployed services;

e WSDL2Java tool for building Java proxies and skeletons from WSDL documents;

e Java2WSDL tool for building WSDL from Java classes;

¢ Preliminary security extensions, which can integrate with servlet 2.2 security/ roles;

e Support for session-oriented services, via HT'TP cookies or transport-independent SOAP headers;
e Preliminary support for the “SOAP with Attachments” specification;

e An EJB provider for accessing EJB’s as Web services;

e HTTP servlet-based transport;

¢ Standalone version of the server (with HTTP support).

6.2 Xindice

The Xindice Core server is a database server designed from the ground up to store XML data. What
this means is that to the largest extent possible you work with XML tools and technologies when
working with the data in the server. All data that goes into and out of the server is XML. The query
language used is XPath and the programming APIs support DOM and SAX. Xindice is best at simply
storing XML data. Components and capabilities of Xindice include:

Feature Summary Document Collections : Documents are stored in collections that can be
queried as a whole. Collections can be created that contain documents of the same or different

types;

XPath Query Engine : XPath is used to query the Document Collections. This provides a rea-
sonably flexible mechanism for querying documents by navigating and restricting the result tree
that is returned;

XML Indexing : Indexes on element and attribute values can be defined in queries to improve the
performance of searching large numbers of documents;

XML:DB XUpdate Implementation : XUpdate is the mechanism enabling server side updates
of some of the data in an XML document without retrieving the whole document. It is an XML
based language for specifying XML modifications and allows those modifications to be applied
to entire document collections as well as single documents;

Java XML:DB API Implementation : For Java programmers, Xindice provides an implementa-
tion of the XML:DB API. This API is intended to bring portability to XML database applications
just as JDBC has done for relational databases. Most applications developed for Xindice will
use the XML:DB API;

XMLObjects : XMLObject provide a server extension mechanism for adding extra functionality to
the server. They can be used to execute complex operations within the database engine to cut
down on network bandwidth or to add functionality that doesn’t currently exist in the server;
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Command Line Management Tools : To aid the administrator Xindice provides a full suite of
command line driven management tools. Just about everything you can do through the XML:DB
APT can also be done from the command line. Database Structure Collections can be arranged
in a hierarchy similar to that of a typical UNIX or Windows file system. Managing Documents
The Xindice server provides facilities to store, retrieve and delete well formed XML documents.

Some examples are:

e Adding a document with a given key — The document fx102.xml will be added to the collection
/db/data/products and will be stored under the key fx102.

xindice add_document -c¢ /db/data/products -f £x102.xml -n £x102
e or Adding a document without a key —
xindice add_document -c /db/data/products -f fx102.xml

e Retrieving a document using a given key — The document identified by the key fx102 will be
retrieved from the /db/data/products collection and stored in the file fx102.xml

xindice retrieve_document -c /db/data/products -n fx102 -f fx102.xml

e Deleting a document using an ID — The document identified by the key fx102 will be removed
from the collection /db/data/products.

xindice delete_document -c¢ /db/data/products -n £x102

e Querying the Database — Xindice currently supports XPath as a query language. The XPath
/product[@product_id="120320"] will be executed against the collection /db/data/products and
all matching product entries will be returned.

xindice xpath_query -c /db/data/products —q /product[@product_id="120320"]

A Web service interface to this functionality, adhering to the OGSA recommendations, has been
provided in the OGSA-DAI project and is reviewed in the separate report [?].

6.3 Mind Electric GLUE

GLUE is a proprietary integrated version of HTTP+XML+SOAP+WSDL+UDDI from The Mind
Electric (Dallas, Texas) which is somewhat easier to use than the separate components. Version 2.0.1
can be downloaded for free. The Web site provides examples of using GLUE, some of which were used
to illustrate Section 3
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GLUE is a platform that aims to simplify and unify traditional distributed computing with the emerg-
ing world of Web services. Using GLUE, you can build, deploy and invoke networked services regardless
of whether they’re in the same machine or not. Because GLUE is based on standards such as HTTP,
XML, SOAP, WSDL and UDDI, it interoperates with other proprietary platforms such as Microsoft
NET, IBM WSTK and Apache SOAP.

GLUE is 100% Java and has a rich set of features including an embedded Web server, servlet en-
gine, SOAP processor, XML parser, graphical console, dynamic WSDL generator, dynamic Java/
XML mapping, UDDI client, UDDI server, WAP support and XML persistent storage system. Be-
cause GLUE ships as a single relatively small JAR file, it can be embedded into almost any kind of
application.

Here is a list of UDDI features that are part of the GLUE platform:

e Includes both a UDDI client and a UDDI server;

e Java object model allows UDDI entities to be easily manipulated;

e Simple APIs minimise learning curve;

e Pluggable UDDI server architecture allows 3rd party backends to be created;
e Default UDDI server backend uses the GLUE persistence system;

e Interoperates with all other UDDI implementations;

e UDDI publish server and inquire server can both run in the same VM.

The GLUE Web site is at http://www.xmethods.net/gettingstarted/GLUE.html We have re-
produced the examples here with slight modifications as they show how Web services comprising
XML, SOAP, WSDL and UDDI are used in practice.

6.4 SOAP::Lite v0.52

SOAP::Lite for Perl is a collection of Perl modules which provides a simple and lightweight interface
to the Simple Object Access Protocol (SOAP, also known as Service Oriented Access Protocol) both
on client and server side. It was written by Paul Kulchenko, see http://www.soaplite.com.

Version 0.52 of SOAP::Lite supports most of the SOAP 1.1, SOAP 1.2 and SOAP Messages with
Attachments specifications.

Other modules available in this distribution:

e UDDI::Lite — client implementation for inquiry and publishing jAPI for UDDI repositories;
¢ XMLRPC::Lite — client and server implementation of XML-RPC protocol;

e XML::Parser::Lite — regexp-based XML parser.

SOAP::Lite works either stand-alone (a dispatch engine can be run as a daemon) or with an existing
HTTP server such as Apache. It is easy to install but relies on a number of other Perl modules, in
particular XML::Parser which can be obtained via CPAN.
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It is very easy to write SOAP::Lite clients to access Web services, and these are particularly useful in
a Web environment using CGI as a front end to access a remote back end service. An example is the
standard Google keyword search now shown, which illustrates accessing the service via the WSDL file
shown in Section [?]:

#!/usr/bin/perl -w
HEHHEHEHGRBRBRB GRS RGRFRBRRRHEREHEHEHEH SRR R R G R GR#
-- SOAP::Lite -- soaplite.com -- Copyright (C) 2001 Paul Kulchenko --

Google Web API: http://www.google.com/apis/

NB: Register and get your own key first

see also:
http://interconnected.org/home/more/GoogleSearch.pl.txt
http://aaronland.net/weblog/archive/4205
http://www.oreillynet.com/cs/weblog/view/wlg/1283

H OH O O H H H H H H R

see also http://www.webreference.com/xml/column55 for hints
HEHBHBHH AR B H AR BEH AR B R AR BB HBRH AR R AR H AR B R H AR R R R B R BRH R R R R R R R B R RS H RS

use SOAP::Lite;
# set HTTP proxy for your site
$ENV{HTTP_proxy}=’http://wwwcache.dl.ac.uk:8080’;

# get new SOAP object
# and use GoogleSearch.wsdl file from Google developer’s kit (saved
# from the Web site to a local file)
my $google = SOAP::Lite
->service(’file:./GoogleSearch.wsdl’);

# search

my $key = ’<put your key here>’;

my $query = shift || $1;

my $result = $google->doGoogleSearch($key, $query, 0, 10, ’false’, ’’,
’false’, ’’, ’latinl’, ’latinil’);

# check results
die $google->call->faultstring if $google->call->fault;
print "About $result->{’estimatedTotalResultsCount’} results.\n";

# print out
foreach my $element (Q@{$result->{’resultElements’}}) {
foreach my $key (keys(%$element)) {
print $key, ’: ’, $element->{$key}, "\n";
}
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In writing a Perl Web service it is normal to set up a SOAP wrapper around a Perl class. For instance
for our MDS query service we have:

#!/usr/bin/perl -w

HEHBHBHHAEH B H AR B H AR B R AR HEH BB R BEHAHH AR B R H AR R R R B R BRH R H R R R AR B R RR R RS
# -- SOAP::Lite -- soaplite.com -- Copyright (C) 2001 Paul Kulchenko --
# as knitted by yours truly...

HEHH R R R R R R

Using autodispatch feature
this just needs the server URL and the name of the required module
Following URI and proxy works with SOAP::Apache on localhost:
URI points to a namespace ID, i.e. the methods are called within
this namespace.
Proxy is a SOAP endpoint (in this case a cgi which dispatches to Demo;
needs full URL path here
May need an http proxy here too e.g. for local Web cache if going to
a remote service.
Add fault handler using die()
use SOAP::Lite+autodispatch =>

uri => ’http://esc.dl.ac.uk/Resources’,

proxy => ’http://esc.dl.ac.uk/HPCPortal/SO0AP/modules/HPCPortal.cgi’,
# proxy=>[’http’, ’http://wwwcache.dl.ac.uk:8080°]1],
on_fault=>sub{
my ($soap, $res)=0_;

die ref $res 7?7 $res->faultstring : $soap->transport->status, "\n";

};

H OH O H H H OH H H

defined($results=giis_allWrapper()) || die();
print "$results";

The “dispatcher” is referenced as the SOAP endpoint in file HPCPortal.cgi which will be invoked by
Apache as a CGI process on the server esc.dl.ac.uk:

#!/usr/bin/perl -w
use SO0AP: :Transport::HTTP;

SOAP: :Transport: :HTTP: : CGI

->dispatch_to(’/HPCPortal/S0AP/modules’, ’Resources’, ’Session’,
’Files’, ’Jobs’, ’Utilities’, ’Visualisation’)

->handle;

This references a number of Perl modules in /HPCPortal/SOAP /modules relative to the Web server
root. The back-end method is contained in one of these files, Resources.pm:
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sub giis_allWrapper () {
$ENV{’LD_LIBRARY_PATH’}=’/home/globus/gt2/1ib’;
$ENV{’GLOBUS_LOCATION’}=’/home/globus/gt2’ ;
my $results=‘/HPCPortal/Resources_back/giis_all.cgi‘;
return $results;

Note that this is a wrapper calling a stand-alone MDS search program giis_all.cgi written using the
Globus C API. It is not a CGI program, but the executable has been given the same extension for
consistency.

6.5 gSOAP v2.1.10

The gSOAP stub and skeleton compiler for C and C++ is developed by Robert van Engelen of Florida
State University. See http://www.gsoap.org.

The gSOAP toolkit provides a unique SOAP-to-C/C++ language binding for the development of
SOAP Web Services and clients. Other SOAP C++ implementations adopt a SOAP-centric view and
offer SOAP APIs for C++ that require the use of class libraries for SOAP-like data structures. This
often forces a user to adapt the application logic to these libraries. In contrast, gSOAP provides a
C/C++ transparent SOAP API through the use of compiler technology that hides irrelevant SOAP-
specific details from the user. The gSOAP stub and skeleton compiler automatically maps native
and user-defined C and C++ data types to semantically equivalent SOAP data types and vice-versa.
As a result, full SOAP interoperability is achieved with a simple API relieving the user from the
burden of SOAP details and enables him or her to concentrate on the application-essential logic.
The compiler enables the integration of heritage C/C++ and Fortran codes (through a Fortran-to-C
interface), embedded systems, and real-time software in SOAP applications that share computational
resources and information with other SOAP applications, possibly across different platforms, language
environments, and disparate organisations located behind firewalls.

gSOAP minimises application adaptation for building SOAP clients and Web Services. The gSOAP
compiler generates SOAP marshalling routines that (de)serialise application-specific C/C++ data
structures. gSOAP includes a WSDL generator to generate Web service descriptions for your Web
services. The gSOAP WSDL importer ”closes the circle” in that it enables client development without
the need for users to analyse Web service details to implement a client.

Some of the highlights of gSOAP are:

e Unique interoperability features: the gSOAP compiler generates SOAP marshalling routines
that (de)serialise native and user-defined C/C++ data structures. gSOAP is also one of the
few SOAP toolkits that support the full range of SOAP 1.1 features including multi-dimensional
arrays and polymorphic types. For example, a remote method with a base class parameter may
accept derived class instances from a client. Derived class instances keep their identity through
dynamic binding;
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e gSOAP includes a WSDL generator for convenient Web Service publishing;
e gSOAP includes a WSDL importer for automated client development;
e Generates source code for stand-alone Web Services and clients;

e Ideal for building Web services that are compute-intensive and are therefore best written in C
and C++.;

e Platform independent: Windows, Unix, Linux, Pocket PC, etc.

e Fast in situ serialisation and deserialisation with SOAP encoding of arbitrary user-defined and
built-in C and C++ data structures;

e Fully SOAP 1.1 compliant data encoding and decoding. (Also SOAP 1.2 compliant, except for
header faults, SOAP actors, SOAP root.);

e DIME compliant attachments;

e The schema-specific XML pull parser is fast and efficient and does not require intermediate data
storage for demarshalling to save space and time;

e Selective input and output buffering is used to increase efficiency, but full message buffering to
determine HTTP message length is not used. Instead, a three-phase serialisation method is used
to determine message length. As a result, large data sets such as base64-encoded images can be
transmitted with or without DIME attachments by small-memory devices such as PDAs;

e Supports C++ single class inheritance, dynamic binding, overloading, arbitrary pointer struc-
tures such as lists, trees, graphs, cyclic graphs, fixed-size arrays, (multi-dimensional) dynamic
arrays, enumerations, built-in XML schema types including base64Binary encoding, and hexBi-
nary encoding;

e No need to rewrite existing C/C++ applications for Web service deployment. However, parts
of an application that use unions, pointers to sequences of elements in memory, and void* need
to be modified, but only if the data structures that adopt them are required to be serialised or
deserialised as part of a remote method invocation;

e Three-phase marshalling: 1) analysis of pointers, single-reference, multi-reference, and cyclic
data structures, 2) HTTP message-length determination, and 3) serialisation as per SOAP 1.1
encoding style or user-defined encoding styles;

e Two-phase demarshalling: 1) SOAP parsing and decoding, which involves the reconstruction
of multi-reference and cyclic data structures from the payload, and 2) resolution of ”forward”
pointers (i.e. resolution of the forward href attributes in SOAP);

e Full and customisable SOAP fault processing (client receive and service send);

e Customisable SOAP header processing (send and receive), which for example enables easy trans-
action processing for the service to keep state information.

A lot of effort has gone into making gSOAP fast. A gSOAP client also is very simple to write, here is
an example of an MDS query client from HPCPortal:
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#include "soapH.h"
#include "hpcportal_mds.nsmap"

// SOAP endpoint for this service
const char server[]="http://esc.dl.ac.uk/HPCPortal/Resources_back/mds_service.cgi";

// Client code
[111777777777777777777777777777777777777777777777777777771177717777177
int main(int argc, char **argv) {

struct soap soap;

char input[256];

char *response;

soap_init(&soap); // Initialise gSOAP
strcpy(input,"loki.dl.ac.uk"); // Arguments

// Method call to mds_service.cgi
soap_call_hpcportal__mds(&soap, server, "", input, &response);
if(soap.error)

soap_print_fault (&soap, stderr);
else
printf ("service returned: %s\n", response);

return O;

The service part of this might be as follows:

#include "soapH.h" // gSOAP stuff
#include "hpcportal_mds.nsmap"

#include "globus_common.h" // Globus stuff

#include "lber.h" // LDAP stuff
#include "ldap.h"

#include <string.h> // C stuff, some in globus_common.h

// Generic main() for invoking gSOAP methods via Apache CGI
1171777177771777777777777777777777777777777777777777777777/77/7777/777/77//
int main(int argc, char **argv) {

int m, s; // master and slave sockets

struct soap soap;
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soap_init(&soap); // initialise gSOAP

if (argc<2)
soap_serve(&soap); // serve as CGI application via Apache
else {
m=soap_bind(&soap, NULL, atoi(argv[i]), 100);
if(m<0) {
soap_print_fault (&soap, stderr);
exit(-1);
}

fprintf (stderr, "Socket connection successful: master socket=}d\n", m);
for(;;) {

s=soap_accept (&soap) ;

fprintf(stderr, "Socket connection OK: slave socket=%d\n", s);

if(s<0) {
soap_print_fault (&soap, stderr);
exit(-1);

}

soap_serve (&soap) ;
soap_end (&soap) ;

}
return 0; // if it worked

}

// MDS service method
[1177777777777777777777777777777777777777777777777777777777717717777777
int hpcportal__mds(struct soap *soap, char *input, char **response) {
// code not shown

The namespace for this application is hpcportal with the mapping defined in hpcportal_mds.nsmap.
This is generated automatically via the gSOAP compiler as are the appropriate code stubs and WSDL
file given the C header file:

//gsoap hpcportal service name: mds_service

//gsoap hpcportal service namespace: http://esc.dl.ac.uk/HPCPortal/Resources_back/hj
//gsoap hpcportal service location: http://esc.dl.ac.uk/HPCPortal/Resources_back
//gsoap hpcportal service executable: mds_service.cgi

//gsoap hpcportal schema namespace: urn:mds

int hpcportal__mds(char *input, char **response);

pcportal.w

This code might look obscure, but one should remember that much of the work is done in the gSOAP
library linked with the executable. That interracts with Apache using CGI and function pointers to
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invoke the appropriate method call. It works! gSOAP is available for free download from Robert van
Engelen’s Web site http://www.cs.fsu.edu/ engelen/soap.

6.6 IBM WebSphere

WebSphere aims to provide a complete open standards platform for e-Business, to increase productivity
via good performance and scalability.

Support for Web Services

IBM offered the first commercially available set of tools to develop and deploy the emerging Web
services technology. The WebSphere Application Server is fully architected to deploy Web services,
and WebSphere Studio and VisualAge for Java equip you to build your own Web services. In addition,
IBM’s innovative new WebSphere Studio Workbench and the suite of WebSphere Studio tools being
built to run on the Workbench will further streamlined Web services development.

WebSphere supports both IBM’s public and private UDDI offerings, to help businesses set up their
own service registries for intranets and extranets. By deploying Web services internally, businesses
can get up to speed with developing and using them before joining the Universal Business Registy.
See http://www.uddi.org.

Platform Architecture

WebSphere software is most easily understood by realising that it fundamentally does three things:
Provides access to information across a spectrum of users, devices, and customisation options; Inte-
grates and automates business processes; Builds, connects, and manages applications.

These three areas of functionality yield three broad classes of software described as follows:

Reach and User Experience: These products fine-tune your users’ experience and provide broad
access for your customers, employees, business partners and remote branch offices. Content is
personalised and accessible over a wide range of devices such as cell phones and personal digital
assistants. Products include WebSphere Portal Server, Transcoding Publisher, Edge Server,
Everyplace Access, and Translation Server.

Business Process Management: WebSphere offerings such as WebSphere Business Integrator make
it easy for companies to implement applications and business processes, including supply chain
management and the integration of existing processes with the Web.

Foundation and Tools: WebSphere Application Servers and M(Q) messaging form a solid foundation
for the platform. The base of the WebSphere 'pyramid’ also includes the tools: development
tools that are state-of-the-art, integrated and scalable, along with content management tools to
keep your Web-based information up-to-the-minute. The foundation and tools enable you to
build and use Web services, provide the Internet expertise you need, and link you with a greater
technical community of developers and other WebSphere users.

Selected WebSphere Products



6 DEVELOPMENT ENVIRONMENTS AND TOOLS 43

WebSphere Application Server was the Editor’s Choice of PC Magazine for scalability, speed and
performance (May 2001): "IBM’s WebSphere Application Server was by far the fastest and most
scalable server on the scenario test. If your business is looking for a complete scalable and high
performance environment for Web applications, WebSphere Application Server is ready.”

The introduction of IBM WebSphere Application Server, version 4.0 represents a move to a single
application server family with flexible configuration options. These options can allow businesses to
maximise control over their infrastructure by helping to enable them to choose how they respond
to the changing marketplace. WebSphere Application Server is available in three editions. A single
Java engine powers them all, so you can easily port your applications across editions when your needs
change:

e Standard Edition lets you leverage your existing resources, shorten development cycles and ease
your administrative burden. It quickly transforms static Web sites into vital sources of Web
content by using servlets, JavaServer Pages, and XML;

e Advanced Edition supports the full range of existing standards for Web services, including SOAP,
UDDI, WSDL, XML, and J2EE 1.2. It includes robust technology for integration and transaction
support;

e Single Server Configuration offers the same Web services support and J2EE runtime as the
Standard Edition, but without clustering or workload management. It permits very rapid de-
ployment, with fewer prerequisites;

e The Full Configuration provides functionality with strong integration to databases, message-
oriented middleware, and legacy systems and applications, along with clustering support;

e The Developer License is the same single server version with a development-only license for
Linux and Windows;

e Enterprise Edition builds highly transactional, high-volume e-business applications, integrating
Enterprise Java Beans and CORBA technologies. It has numerous extensions over and above the
Advanced Edition, including business rules beans, message beans, and distributed transaction
support.

WebSphere Application Server for z/OS and OS/390 is the most comprehensive of IBM’s Application
Server offerings. It is built from the ground up to be functionally equivalent to the Enterprise Edition,
and is optimised for integration of data from heterogeneous backends, including IBM CICS and IMS
transaction processing systems and DB2 databases.

Application Development (AD) Tools

The WebSphere Application Development tools bring you full development life cycle support based
on your company’s business requirements and developer roles:

e Homepage Builder is for Web site builders. It features page layout and content tools, including
Rich Media, HTML/XML/Java Scripting, and Web services assembly. Homepage Builder for
Windows and Linux provides everything you need to design, personalise, share and manage your
site in an easy-to-use all-in-one software package;
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e WebSphere Studio allows developers to integrate their favorite content creation tools, and pro-
vides local and remote debugging with the industry’s first JSP (JavaServer Pages) debugger.
IBM’s next generation of WebSphere Studio tools will integrate application development func-
tionality for enterprises of all sizes;

e VisualAge for Java is for application programmers, with a complete IDE focused on J2EE, XML,
Web services, and implementing business logic;

e VisualAge for Java Enterprise Edition extends VisualAge functionality to enterprise application
integrators;

e Versata Business automation enables rules-based development;

e VisualAge Enterprise Suite provides optimisation for the IBM iSeries and zSeries servers.

The WebSphere Developer Domain is also available to developers, providing technical information
on the WebSphere software platform for e-business. This developer community Web site provides
access to electronic support and developer community resources, as well as technology previews of
next generation WebSphere products. For more information see http://www.ibm.com/software/
webservers/.

6.7 Oracle 9i Application Server and Jdeveloper

Description to follow.

Oracle products are available free for avademic purposes via the Oracle Technology Network Web site
http://www.otn.oracle.com.

6.8 Sun Open Net Environment

Open Net Environment (Sun ONE) is Sun’s standards-based software vision, architecture, platform,
and expertise for building and deploying services on demand. The Sun ONE platform makes it easy
for Sun customers to develop Web services to exploit their information assets and to put these services
online fast.

Three main product lines make up the Sun ONE platform:

e iPlanet portal development environment;
e Solaris operating system;

e Forte compilation tools.

Components from these lines work together to form the Sun ONE platform, and offer two very im-
portant features that sound similar but offer different benefits:
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Integrated: Sun ONE products in the platform are optimised for speed and efficiency when utilised
together with other Sun ONE technologies in the platform; for example, by using the iPlanet
Directory together with the iPlanet Portal, the speed of user authentication and personalisation
increases because of the strengths of the two products used together.

Integratable: The Sun ONE Platform is open standards-based so you can interoperate with your
existing systems now and new add-ons in the future. Supports SOAP, J2EE, UDDI, LDAP,
and ebXML. For example, if you already have Apache running as your application server, and
are not worried about scalability or other product concerns, you can keep it running while you
implement new Sun ONE pieces.

For more information see http://www.sun.com/software/sunone. There are a number of useful
white papers on this site under http://www.sun.com/software/sunone/whitepapers.html.

6.9 Systinet WASP

Systinet WASP (Web Applications and Services Platform) is a scalable platform for the development
and deployment of Web services. Tools are provided for both Java and C++ users. Tools are com-
plient with SOAP v1.1, WSDL v1.1 and UDDI v2. The advanced Java WASP server products also
offer support for remote methods, GSSAPI, SSL, JAAS, EJB, JMS, JDBC, JNDI over SOAP where
appropriate. The Advanced C++ server also has SSL security built in.

WASP Developer is a free module that turns Sun Forte for Java (aka NetBeans) and Borland JBuilder
into a complete development environment for creating and deploying Web Services. For more in-
formation see WASP Developer Lite for Forte documentation, WASP Developer Advanced for Forte
documentation and WASP Developer for JBuilder documentation.

WASP provides full UDDI support through the WASP UDDI which provides a comprehensive imple-
mentation in which both public and private nodes can be connected in order to provide their clients
with Web Services from other domains. The connection with the global UDDI repository brings Web
services from anywhere on the Internet to the corporate client. WASP UDDI simplifies implementa-
tion by providing advanced customisation and filtering features that enforce corporate standards and
policies for external Web Services while also providing full support for the development and publishing
of a corporation’s Web Services.

Microsoft Windows NT/2000, Sun Solaris and Linux operating systems are supported. For more
information see http://www.systinet.com/products/.

6.10 MicroSoft .NET

For more information see http://msdn.microsoft.com/soap/ SOAP Developer Resources, http:

//msdn.microsoft.com/webservices/ Web Services, http://www.microsoft.com/net/ Microsoft
.NET.
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6.11 Boreland JBuilder

This formed the bases of Oracle Jdeveloper and Systinet WASP Developer described above.
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Java 2001/08/15

http://www.soaprpc.com/software/bubbles/ Bubbles Project (Vivek Chopra) Client, Java for PDA
for KVM-based Not released yet

http://ksoap.enhydra.org/ kSOAP (Enhydra.org) Client, Java 2 Micro Edition for PDA for KVM-
based 2001/05/17

http://codecentral.borland.com/codecentral/ccweb.exe/listing?id=16690 Soap Toolkit for
JBuilder login required (Stephen Schaub) Client, Java for JBuilder 4 for Win 2001/03/02

http://developer.interbind.com/ XML Messaging Server (IBX) login required (Interbind) Full,
Java 0.9, 2001/02

http://www.tradia.com/ InstantXML registration required (Tradia) Java

http://developer.bea.com/techtracks/xml/ SOAP for BEA WebLogic no official support (BEA
Systems) Server, Java for BEA WebLogic Server

http://www.xmlbus.com/work/ XMLBus registration required (IONA Technologies) Full, Java for
iPortal AppServer, BEA WebLogic 1.2.2, 2001/08/22

http://www.shinkatech.com/ Business Integration Platform (Shinka Technologies) Full, Java, Visual
Basic, C++ 1.3, 2001/08/01

http://msdn.microsoft.com/code/sample.asp?url=/msdn-files/027/001/580/msdncompositedoc.
xml Microsoft SOAP toolkit (Microsoft) Full, VB/C# for WinNT/2K 2.0, 2001/04/25

http://msdn.microsoft.com/xml/general/toolkit_intro.asp Microsoft SOAP toolkit (aka ROPE)
no support (Microsoft) Full, VB/C# for WinNT /2K 1.0, 2000/12

http://msdn.microsoft.com/vstudio/nextgen/beta.asp Visual Studio .NET (Microsoft) Full, NET
for WinNT /2K /98/Me B2, 2001/06/18

http://msdn.microsoft.com/downloads/default.asp?URL=/code/sample.asp?url=/MSDN-FILES/
027/000/976/msdncompositedoc.xml .NET Framework SDK (Microsoft) Full, NET for WinNT/XP /2K /98 /Me
B2, 2001/06/07

http://www.4s4c.com/ 4sdc (Simon Fell) Server, COM for WinNT/2K 1.3.7, 2001/09/07

http://www.pocketsoap.com/pocketsoap/ pocketSOAP (Simon Fell) Client, COM for Win9x/Me/NT /2K /Pock
1.2, 2001/12/09

http://www.whitemesa.com/wmsoapsvc_about.htm White Mesa (Robert Cunnings) Full, C++ for
COM for WinNT/2K 2.6, 2001/12/31

http://www.phalanxsys.com/soap/soap.asp vbSOAP (Phalanx Systems) VB for COM
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http://www.nsoftware.com/ SOAP component in IP*Works (Nsoftware) Client, VB/VC++ /Delphi/C++Builde
for Win9x/NT

http://www.dart.com/powertcp/webserver.asp WebServer Tool registration required (Dart) Full,
VB/VC++/Delphi/C++Builder for COM for WinNT/2K 1.5.0

http://www.soaplite.com/ SOAP::Lite (Paul Kulchenko) Full, Perl 0.52, 2001/10/18
http://www.develop.com/soap/ DevelopMentor SOAP (DevelopMentor) Full, Perl 0.28, 2000/09/05

http://www.activestate.com/Products/Components/PerlEx/ PerlEx (ActiveState) Server, Perl
for WinNT/2K 2.0.2.208, 2001/07/20

http://www.pythonware.com/products/soap/ Secret Labs SOAP (Secret Labs) Full, Python 0.8,
2000/06/21

http://sourceforge.net/projects/pywebsvcs/ SOAP.py (Cayce Ullman) Full, Python 0.9.7, 2001/06/27
http://soapy.sourceforge.net/ SOAPy (Adam Elman) Client, Python 0.1, 2001/04/26

http://www.zolera.com/resources/opensrc/zsi/ ZSI: Zolera Soap Infrastructure (Zolera Systems,
Rich Salz) Full, Python 1.1, 2001/09/13

http://www.biopython.org/~dalke/lye/ Lye — COM to SOAP (Andrew Dalke) Client, Python for
COM clients 0.1, 2000/09/14

http://www.zvon.org/index.php?nav_id=34\#c++ IdooXoap for C++ not supported superseded
by WASP for C++ (Zvon.org) Full, C++ 0.9, 2000/03/23

http://www.idoox.com/products/waspc/index.html WASP for C++ login required (IDOOX) Full,
C++ 1.0, 2001/08/28

http://scottseely.com/soap.htm SimpleSOAP (Scott Seely) Client, Visual C++ 2001/01/13

http://www.sqldata.com/soapclient/soapclient.htm C++ Library for SOAP Client (SQLData)
Client, C++ for WinNT/2K 2.0, 2000/12/10

http://www.cs.fsu.edu/ engelen/soap.html gSOAP (Robert van Engelen) Full, C/C++ for Win-
dows/Linux/SunSolaris 1.2.3, 2001/12/05

http://www.sqldata.com/soap.htmSQLData SOAP Server (SQLData) Server, C++ for WinNT /2K
3.01, 2001/01/25

http://sourceforge.net/projects/easysoap/ EasySOAP (David Crowley) Client, C++ for Linux/WinNT /2K
0.5, 2001/09/13

http://www.embedding.net/eS0AP eSOAP (Rosimildo da Silva ) Full, C++ for Linux/Windows/RTEMS/eCos
1.0, 2001/10/18

http://lists.gnome.org/archives/gnome-announce-1ist/2001-May/msg00045.html SOUP (Ximian)
Full, C for Linux/Windows 0.2, 2001/05/22
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http://xmlrpc-epi.sourceforge.net/ XMLRPC-EPI (Dan Libby) Full, C for Linux 0.50, 2001/09/26

http://sourceforge.net/projects/soap2corba/ SOAP to CORBA bridge (LifeLine Networks bv)
Full, C++ for Linux/WinNT/2K 2.0.4, 2001/09/18

http://www.apple.com/applescript/macosx/web_services/ Web Services for Mac OS (Apple)
Client, AppleScript for Mac OS X 10.1

http://www.lucin.com/toolkit/toolkitlite.htmSOAP toolkit LITE (Lucin) Full, 2.3.0, 2000/09/18

http://frontier.userland.com/stories/storyReader\$4467 SOAP for Frontier (UserLand) Full,
Frontier

http://home.snafu.de/boavista/soap.html SOAP for Ada (Michael Erdmann) Full, GNU Ada for
Linux SuSe 1.6.1, 2001/01/24

http://www.bayes.co.uk/xml/index.xm1?/xml/utils/anyservice.xml anyService (Chris Bayes)
Client, JavaScript/XSLT for Win for IE/HTA 0.3, 2001/05/15

http://www.microsoft.com/mind/0100/code/Skonnard0100.zip SOAP client for IE 5.0 (Aaron
Skonnard) Client, JavaScript for Win for IE 2000/01

http://msdn.microsoft.com/downloads/samples/internet/behaviors/library/webservice/sample.
asp SOAP client for IE 5.0 (Microsoft) Client, JavaScript for Win for IE for HTC 2.01

http://www.mozilla.org/xmlextras/ XML Extras with SOAP (mozilla.org) Client, JavaScript for
Win for Mozilla 2000/12/28

http://www.dolphinharbor.org/qad/spray/index.html Spray for Dolphin Smalltalk (Steve War-
ing) Full, Smalltalk 0.5, 2001/11/16

http://wiki.cs.uiuc.edu/CampSmalltalk/SOAP+Smalltalk+Reference+Implementation SOAP Smalltalk
(Camp Smalltalk) Client, Smalltalk 2000/10/03

http://www.jin.gr.jp/“nahi/Ruby/S0AP4R/ SOAP4R (Nakamura Hiroshi) Full, Ruby 1.3.0, 2001/05/20
http://www.gigaideas.com.cn/phpsoap/ PHPSOAP (Gigaldeas) Full, PHP
http://dietrich.ganx4.com/soapx4/ SOAPx4 (Dietrich Ayala) Full, PHP 2001/04/21

http://phpclasses.upperdesign.com/browse.html/package/251 SOAP server class registration
required (Manuel Lemos) Server, PHP 2001/06/09

http://sourceforge.net/projects/phpxmlp/ phpXMLP (phpApp.org) Full, PHP 0.10, 2001/08/19

http://sourceforge.net/projects/phpxmlp/ PHP SOAP toolkit (Christophe Pinon) Client, PHP
0.1, 2001/09/05

http://oracle.com/features/oow/index.html?00ow01_9iaslaunch.html Oracle9i Application Server
(Oracle) Server, R2,
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http://www.vbxml.com/soapworkshop/utilities/kafka/ Kafka Framework (Christopher Dix) Server,
XSLT 0.9, 2001/04/05

http://sourceforge.net/projects/tclsoap SOAP for Tcl (Pat Thoyts) Client, Tcl 1.6, 2001/08/08

http://sourceforge.net/projects/nssoap/ NSSOAP for AOLserver (Lee Teague) Client, C, Tcl
Not released yet

http://www.openlinksw.com/virtuoso/ Virtuoso (Openlink) Full, for Windows/Linux/Solaris 2.5

http://www.puresoftwaretech.com/PureSOAP/ Pure SOAP (Pure Software Technology) Full, Del-
phi 0.0.4, 2001/01/28

http://www.borland.com/delphi/ Delphi 6 (Borland) Full, Delphi

http://www.west-wind.com/wwsoap.asp wwSOAP (West Wind Technologies) Full, Visual FoxPro
2.0, 2001/09/08

http://www.mars.dti.ne.jp/ umejava/smalltalk/soapOpera/index.html SoapOpera (SOAP-HTTP
ORB) (Masashi Umezawa), SqueakSmalltalk 0.2, 2000/12/28

http://ulim.cocoonhost.com/taglibs/soap.tar.gz SOAP taglib (Ulrich Mayring) Client, XSP /taglib
for Cocoon 2001/04/05

http://casbah.org/ kmacleod/orchard/soap.html Orchard.SOAP (Ken MacLeod) Client, Orchard



