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Synopsis

The aim of this report is to provide an introduction and overview to Java for High Performance
Computing. The report will focus on performance and parallelisation - topics of considerable
interest to those considering using Java for HPC.

1 Introduction

Java offers a number of benefits as a language for High Performance Computing (HPC), espe-
cially in the context of the Computational Grid. The first section of this document summarises
these benefits with an aim of motivating the use of Java for HPC. Although Java offers a number
of potential benefits, there are a number of issues surrounding the use of Java for HPC, princi-
pally performance, numerics and parallelism. The remainder of this document considers these
different issues, focusing on performance and parallelism. Performance issues relevant to HPC
applications will be examined, and benchmarks for evaluating different Java environments, for
inter-language comparisons and for testing the performance and scalability of different Java par-
allel models (native threads, message passing and OpenMP) will be considered.

The aim is to demonstrate that performance no longer prohibits Java as a base language for HPC
and that the available parallel models offer realistic mechanisms for the development of parallel
applications.

2 Benefits of Java for HPC

As mentioned above, Java offers a number of benefits as a language for HPC. In this section, these
different advantages will be summarised, with an aim of motivating the use of Java for HPC. The
following benefits are considered:
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� Portability
� Network Centricity
� Software Engineering
� Security
� GUI development
� Cost + Programmer Availability

2.1 Portability

The ability to generate portable code, code which will compile and run on a diverse range of
platforms, is of real importance to application developers who may anticipate running their code
on systems ranging from PCs to large HPC machines. Portability becomes even more important
in High Performance Computing, where the lifetime of application codes normally exceeds that
of most machines. The ever increasing demand of HPC applications for memory, processing
power and storage space has led to the current interest in the Computational Grid, a resource
which allows users to access geographically distributed storage and processing power facilities
in a seamless manner. In terms of the Grid, portability is essential: the target hardware platform
may well be unknown at compile time, necessitating an extremely portable language.

Whilst a number of C and Fortran applications are portable between a range of systems, a con-
siderable amount of effort and expertise is often required to achieve this portability. Java offers a
higher level of platform independence than these traditional HPC languages, making it a natural
choice for the Computational Grid.

Java’s portability is primarily due to the mechanism involved in compiling and executing Java
code. Java source code is compiled using the Java compiler to generate Java byte code. Java
byte code is similar to normal machine code, except it is platform neutral - it is compiled for the
Java Virtual Machine, rather than a specific target hardware. The JVM is an ”abstract computer”,
implemented in software on top of a real hardware platform and operating system. This provides
an important level of abstraction - as Java byte code is created for and executed on the JVM, it is
extremely portable, allowing codes to run on any system which implements a virtual machine.

In addition to the portability of Java byte code, Java source code is also extremely portable. The
language specification has been written to ensure that no platform dependent aspects exist. For
example, a common portability issue arising with C and Fortran is differences in primitive data
type sizes depending on the platform. In Java the language specification explicitly specifies the
size of these data types, eliminating this problem. While it is still possible to write non-portable
Java code in theory, in practice it is a lot easier to avoid than more traditional HPC languages.

2.2 Network Centricity

As mentioned above, increasing interest is being shown in the Computational Grid. For this het-
erogeneous distributed system to be successful, mechanisms must be provided which simplify
the process of writing distributed applications. These mechanisms should, for example, hide the
differences in the connections and communication mechanisms between distributed resources.
One advantage Java offers over other traditional HPC languages is its considerable built-in sup-
port for distributed computing.

Essential to distributed computing is the ability to carry out remote procedure calls (RPC), i.e.
to carry out procedure calls between different host systems. Java provides two principle mecha-
nisms for carrying out RPCs: RMI (Remote Method Invocation) and Java IDL (CORBA Interface
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Definition Language). Both provide distributed object functionality and both offer different ad-
vantages and disadvantages.

Java IDL allows the capabilities of CORBA (Common Object Request Broker Architecture) to be
accessible to Java, allowing distributed objects to interoperate. It provides a language-independent
solution, allowing a Java application running on one system to dynamically load and use objects
of a different language (e.g. C++) stored on a remote system.

In addition to CORBA support, Java also provides RMI for distributed object support. RMI does
not attempt to bridge different programming languages together but provides a mechanism to
allow an application running in one JVM to make method calls to objects located in other JVMs,
where the other JVM may be located on the same or on a remote system. By limiting RMI to Java,
a number of advantages exist which simplify the development and maintenance of distributed
Java programs. For example, RMI supports all the data types of a Java program, has distributed
garbage collection and results in a distrusted program with similar syntax and semantics to non-
distributed programs.

In addition to these two mechanisms, Java also provides support for sockets, the standard API
for TCP communication.

2.3 Software Engineering

As a language, Java has a number of nice features. Firstly, Java is an object-oriented language.
Object-Orientation offers an alternative paradigm to procedural languages and has widely been
praised for facilitating code re-use and reducing development time. The situation with Scientific
and High Performance codes is less clear cut - features such as encapsulation and polymorphism
should be applicable to all types of codes, however only a limited number of Object-Oriented
HPC codes have as yet been developed.

Java has often been described as a robust or reliable language, i.e. a language where the software
is less susceptible to writing buggy code. While it is still possible to write a buggy Java code,
Java has a number of features which limit the type of bug. These features include: strong type-
checking; lack of pointers and pointer arithmetic; array-bound checking at run-time; garbage
collection and exception handling.

While strong type-checking and array-bound checking at run-time clearly assist in developing
more reliable codes, the lack of pointers is a contentious feature. Many C and C++ programmers
would argue that this is a disadvantage. What is clear however is that pointers are an extremely
common form of bug in C code, by eliminating them from Java we eliminate an entire class of
bug.

In Java, objects are created using the new keyword, comparing this to malloc() in C, or new in
C++, some form of delete or free mechanism may be expected to dispose of objects once they
are no longer needed. No such mechanism exists. In Java a technique called Garbage Collection
exists, which automatically frees redundant objects. This removes the need for the programmer
to explicitly free objects, eliminating a number of memory allocation and deallocation bugs.

Java has a very powerful mechanism for dealing with errors. Java’s exception handling mecha-
nism causes the flow of program execution to be transferred to a catcher block of code when an
exception occurs. The exception carries an object which contains information about the exception
cause. This mechanism allows error-handling code to be separated from normal code providing
cleaner more readable code.

There are a number of other advantageous features of Java, two of which we highlight: the javac
compiler and the jar file utility. The javac compiler is more sophisticated than most compilers and
eliminates the need for complex makefiles by comparing the modification times of class files and
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only recompiling them if necessary. The jar file utility is a mechanism for packing an application
into one bundle. The run-time environment can then load class files directly from a jar archive,
eliminating the need to unpack the archive contents. Jar files allow a set of files to be transported
across a network in one bundle, rather than individually, eliminating the overhead of making
multiple requests.

2.4 Security

In addition to portability and network support, security is a major issue when considering ap-
plications in a distributed environment. When running an application obtained from a remote
system, it is important to either restrict what the code can do or have some mechanism which
ensures the code comes from a trusted source before it may be executed. Java has mechanisms for
implementing both these scenarios, in addition to a number of other features such as byte-code
verification.

When an untrusted piece of code is executed on a system, this is run within a ”sandbox”, which
simply means that a number of restrictions are placed on what the code can do. For example,
the code cannot have any direct access to the file system. In this way, the potential damage an
untrusted code can do is limited. This does of course place limitations on what an application
can do, which may be an issue in some applications. Hence Java allows a digital signature to be
attached to a piece of Java code, if the attached digital signature is from a trusted organisation the
code may be run without the sandbox restrictions.

In addition to these security measures Java also provides a byte-code verification process that is
performed when untrusted code is executed. This ensures that all code is well formed, ensuring
that corrupted or virus byte-code cannot be executed. Lastly, the lack of pointers in Java offers
some security, as this prevents direct access to memory, which is a large source of malicious attack.

2.5 GUI Development

A number of scientific and HPC applications provide some form of GUI, developed to allow the
scientist to visualise results and to interact with the application in a simple and easy manner. Java
offers platform independent GUI libraries, in contrast to C and C++, where the GUI libraries are
platform dependent.

2.6 Availability

For a programming language such as Java to be successful for High Performance Computing,
there are a number of practical aspects which must be considered. For example, what platforms
have JVMs? and how expensive is java technology? Java is available on almost every platform,
including PC (windows and Linux), Sun, SGI, Compaq and IBM. The technology is generally
freely available for download of the web, in contrast to other compilers which can be reasonably
expensive. Finally, Java is rapidly becoming the language of choice in undergraduate courses,
resulting in a reasonable number of trained Java programmers availability for recruitment.

2.7 Summary

In this section, a number of features of the Java language have been summarised, with an aim of
motivating the use of Java for High Performance Computing and the Computational Grid. This
section is not meant to imply that HPC could not survive without Java, clearly the area of HPC
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has been extremely successful without this. However the portable, network centric, secure and
robust nature of Java makes the language of serious interest for HPC and the Grid in the future.

3 Current Issues

Having motivated Java for HPC by listing the advantages, the current concerns or issues must be
reviewed. Three primary concerns have been highlighted: performance, numerics and parallel
programming models. The remainder of this document considers each of these issues in turn, fo-
cusing particularly on performance and parallel programming models. The aim is to demonstrate
that: solutions to the numerical issues have been suggested and are under serious consideration;
the performance of Java is no longer prohibitive to the use of Java for HPC; a number of parallel
programming paradigms are available. These three issues are all under consideration by the Java
Grande Forum, hence before considering each of these issues, this group is introduced.

4 The Java Grande Forum

The Java Grande Forum is a community initiative led by Sun and the Northeast Parallel Archi-
tectures Center (NPAC). The forum aims to promote the use of Java for Grande applications,
where Grande applications are simply applications which have a large requirement of memory,
bandwidth and/or processing power. Hence these applications encompass tradition HPC ap-
plications, large scale database applications and business and financial models. To realise this
aim the forum is attempting to address the current concerns surrounding Java, such as Numerics
and Performance. Within the Java Grande Forum there are a number of Working Groups. These
include the Java Numerics and the Concurrency and Applications (Benchmark) groups.

See: http://www.javagrande.org/

4.1 Java Numerics Group

The Java Numerics groups, led by Ron Boisvert and Roldan Pozo (NIST), aims to assess the suit-
ability of Java for numerical computation and to work towards a community consensus on what
actions to take to overcome any identified deficiencies.

See: http://math.nist.gov/javanumerics/

4.2 Concurrency and Applications (Benchmark) Group

The Concurrency and Applications group, led by Dennis Gannon (Indiana University) and Denis
Caromel (INRIA), aims to assess the suitability of Java for parallel and distributed computing
and to work towards a community consensus on what actions to take to overcome any identified
deficiencies. As part of this working group, EPCC are leading the benchmark initiative, devel-
oping a suite of benchmarks to measure different execution environments of Java against each
other and native code implementations. The benchmarks which we have developed will be used
throughout this document, to demonstrate relevant Java performance.

See: http://www.epcc.ed.ac.uk/javagrande/
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5 Numerical Issues

The numerical issues currently surrounding the use of Java for HPC are briefly summarised here.
These issues have been identified by the Java Numerics Group and further details can be obtained
from their web page. This is only a brief overview - the majority of this document focuses on
performance and parallel programming models - work which EPCC is actively involved in.

The following issues have been highlighted by the working group: adherence to producing bit-
wise identical floating point results (inhibiting efficient use of floating point hardware), lack of
complex number support, lack of full support for IEEE 754, multidimensional arrays and avail-
ability of numerical libraries.

See: http://math.nist.gov/javanumerics/

5.1 Floating-point Reproducibility

Previously, the Java specification required bit-wise reproducibility of floating point arithmetic.
This prevented floating point optimisation and the use of extended precision hardware, creating
a performance issue. Since Java 1.2 however this has been relaxed and floating point precision
can now be performed with an extended exponent range. This has allowed some increase in
performance, while the introduction of the strictfp keyword allows strict reproducibility to be
implemented when required. A number of optimisations are still however restricted, for example
the associativity property of mathematical operations does not hold in the strictest sense (i.e.
(a+b)+c may produce a slightly different rounded result than a + (b+c)), and is therefore forbidden
in Java. This, and other optimisations, restrict the achievable performance of Java. The Java
Numerics group propose solving this issue by introducing the fastfp keyword, methods and
classes marked with the fastfp keyword would allow currently restricted optimisations to be
carried out.

5.2 Complex Numbers

Currently, there is a lack of efficient support for complex numbers in Java. The best mechanism
at the moment it to create a Complex class, whose objects contain, for example, two doubles. This
mechanism is however less than ideal: the method calls are rather complex and difficult to read;
the behaviour of these objects is different from primitive type numbers; and their is a performance
hit associated with creating all the temporary objects required in comparison to primitive types
which are allocated directly on the stack.

The Java Numerics group have suggested three different solutions, all of which have their pros
and cons. The first of these is to introduce operator overloading and lightweight objects into
the language. Operator overloading would allow the behaviour of complex number arithmetic
to be the same as those of double and float primitive types. Lightweight objects would reduce
the overhead associated with creating objects, often be allocated to the stack instead of the heap.
The second solution is to use semantic expansion - essentially Complex classes are recognised by
the compiler and treated as primitive types, with the associated performance benefit. The final
solution is to extend the Java language with a complex primitive type, leading to both readable
and efficient code.
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5.3 IEEE 754

In its current state, Java does not offer full support for IEEE 754. For example, Java only sup-
ports Round-to-nearest; Java cannot trap user-specified IEEE floating point exceptions; and Java
only defines one bit pattern for NaNs. All these issues are under consideration by the Numerics
groups, further details can be obtained from their web site.

5.4 Multidimensional Arrays

Multi-dimensional arrays in Java are arrays of arrays. There is no requirement in Java for the
elements of a row of a multi-dimensional array to be stored contiguously in memory, making the
efficient use of cache locality dependent on the particular JVM. In addition, the potential aliasing
between rows of an array of arrays causes the compiler to generate additional loads and stores.
Finally, the potential for different row lengths within the multi-dimensional array complicates the
array bounds checking, creating optimisation problems.

Two solutions have been proposed. The first involves creating standard Java classes which im-
plement multi-dimensional rectangular arrays which can be included in Java through a standard
package. The second solution involves extending the Java language to define a new multidimen-
sional array data type, with the memory layout defined. Once again their are pros and cons for
each approach.

5.5 Numerical Libraries

Numerical libraries are extensively used in HPC applications, facilitating code development and
often increasing code performance. Java however has often been accused of lacking standard
numerical libraries. In reality the number of libraries are available, and their number ever in-
creasing. A full list of these can be found on the Java Numerics web page. An alternative is to use
the Java Native Interface, which provides a mechanism for accessing native code libraries. Their
are however a number of limitations with this mechanism, including a performance hit associated
with invoking a native method and a potential loss of security and portability.

5.6 Summary

Within this section, the current numerical issues surrounding the use of Java for High Perfor-
mance Computing have been briefly summarised. The remainder of this document will focus on
the two remaining issues: performance and parallel programming paradigms.

6 Performance

Perhaps the most important of the concerns about Java, at least in terms of users’ perceptions, is
performance. Java has typically been described as too slow, some of the worst reported results
being 500 times slower than C or Fortran. In reality, this is no longer the case, primarily due to
the rapid development of just-in-time compilers. The work by EPCC for the Java Grande Forum
attempts to examine the performance of Java, and aims to dispel some of the myths about lack of
performance of Java codes.

Two different benchmark suites have been developed to address this issue. The sequential bench-
mark suite [1] has been developed to test a range of Java execution environments and systems,
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providing valuable information about the relative merits of Java implementations. The second
suite, the inter-language benchmark suite [2], has been developed to specifically address the ques-
tion of how much performance (if any) will be sacrificed by abandoning C or Fortran in favour of
Java.

See: http://www.epcc.ed.ac.uk/javagrande/

In this section the two different suites are described and a series of results presented, with an aim
of demonstrating that Java performance, at least on some platforms, is no longer prohibitive to
the use of Java for HPC applications. Before describing the suites however a brief overview of the
other available Java benchmarks is presented.

6.1 Related Work

A considerable number of benchmarks and performance tests for Java have been devised. Some
of these consist of small applets with relatively light computational load, designed mainly for
testing JVMs embedded in browsers—these are of little relevance to Grande applications. Of more
interest are a number of benchmarks [3, 4, 5, 6, 7] which focus on determining the performance of
basic operations such as arithmetic, method calls, object creation and variable accesses. These are
useful for highlighting differences between Java environments, but give little useful information
about the likely performance of large application codes. Other sets of benchmarks, from both
academic [8, 9, 10, 11] and commercial [12, 13, 14] sources, consist primarily of computational
kernels, both numeric and non-numeric. This type of benchmark is more reflective of application
performance, though many of the kernels in these benchmarks are on the small side, both in
terms of execution time and memory requirements. Finally there are some benchmarks [15, 16,
17] which consist of a single, near full-scale, application. These are useful in that they can be
representative of real codes, but it is virtually impossible to say why performance differs from
one environment to another, only that it does.

Few benchmark codes attempt inter-language comparison. In those that do, (for example [7,
11]) the second language is usually C++, and the intention is principally to compare the object
oriented features. The exception is the JASPA benchmark [18], which compares the performance
of numerical applications with Fortran90 and C.

It is worth noting a feature peculiar to Java benchmarking, which is that it is possible to distribute
the benchmark without revealing the source code. This may be convenient, but if adopted, makes
it impossible for the user community to know exactly what is being tested.

6.2 The Sequential Suite

The aim of of the JGF Benchmark Sequential suite is to develop a standard benchmark suite which
can be used to:

� Demonstrate the use of Java for Grande applications. Show that real large scale codes can
be written in Java.

� Provide metrics for comparing Java execution environments thus allowing Grande users to
make informed decisions about which environments are most suitable for their needs.

� Expose those features of the execution environments critical to Grande Applications and in
doing so encourage the development of the environments in appropriate directions.
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6.2.1 Methodology

When designing the benchmark suite, a number of features were identified as important to the
success of the suite. These issues are summarised below.

� Representative: For the benchmark suite to be useful, the nature of the computation in
the suite should reflect the types of computation which might be expected in Java Grande
applications. This implies that the benchmarks should stress Java environments in terms of
CPU load, memory requirements, and I/O, network and memory bandwidths.

� Interpretable: As far as possible, the suite as a whole should not merely report the per-
formance of a Java environment, but also lend some insight into why a particular level of
performance was achieved.

� Robust: The performance of the suite should not be sensitive to factors which are of little
interest (for example, the size of cache memory, or the effectiveness of dead code elimina-
tion).

� Portable: The benchmark suite should run on as wide a variety of Java environments as
possible.

� Standardised: The elements of the benchmark should have a common structure and a com-
mon ‘look and feel’. Performance metrics should have the same meaning across the bench-
mark suite.

� Transparent: It should be clear to anyone running the suite exactly what is being tested.

To address the representative and interpretable issues, the suite has been developed with the
GENESIS Benchmark suite [20] in mind, providing three types of benchmark: low-level opera-
tions (referred to as Section I of the suite), simple kernels (Section II) and applications (Section
III).

The low-level operation benchmarks have been designed to test the performance of the low-level
operations which will ultimately determine the performance of real applications running under
the Java environment. Examples include arithmetic and maths library operations, serialisation,
method calls and casting. The kernel benchmarks are chosen to be short codes, each containing
a type of computation likely to be found in Grande applications, such as FFTs, LU Factorisation,
matrix multiplication, searching and sorting. The application benchmarks are intended to be
representative of Grande applications, suitably modified for inclusion in the benchmark suite by
removing any I/O and graphical components By providing three different types of benchmark,
the aim is to observe the behaviour of the most complex applications and interpret that behaviour
through the behaviour of the simpler codes.

To make the suite robust, dependence on particular data sizes is avoided by offering a range of
data sizes for each benchmark in Sections II and III. Care is also taken to defeat possible compiler
optimisation of strictly unnecessary code, for example by validating the results of each bench-
mark.

For maximum portability, as well as ensuring adherence to standards, no graphical component
is included in the benchmark suite. While applets provide a convenient interface for running
benchmarks on workstations and PCs, this is not true for typical supercomputers where interac-
tive access may not be possible. Hence the suite is restricted to simple file I/O.

Transparency is achieved by distributing the source code for all the benchmarks. This removes
any ambiguity in the question of what is being tested.

To address the standardisation issue, a JGFInstrumentor class has been created to be used in all
benchmark programs. This is summarised in the next section.
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6.2.2 Instrumentation

The objective is to be able to take an existing code and to both instrument it, and force it to
conform with a common benchmark structure, with as few changes as possible. Instrumentation
is achieved by implementing a number of benchmark methods within an instrumentation class as
class methods: the benchmark methods can be referred to from anywhere within existing code by
a global name. Multiple instances of a timer object are accessed by filling a hash-table with timer
objects. Each timer object can be given a global name through a unique string.

Figure 1 shows the API for the instrumentation class (JGFInstrumentor). addTimer creates a
new timer and assigns a name to it. The optional second argument assigns a name to the perfor-
mance units to be counted by the timer. startTimer and stopTimer turn the named timer on
and off. The effect of repeating this process is to accumulate the total time for which the timer
was switched on. addOpsToTimer adds a number of operations to the timer: multiple calls are
cumulative. readTimer returns the currently stored time. resetTimer resets both the time and
operation count to zero. printTimer prints both time and performance for the named timer;
printperfTimer prints just the performance. storeData and retrieveData allow storage
and retrieval of arbitrary objects without, for example, the need for them to be passed through ar-
gument lists. This may be useful, for example, for passing iteration count data between methods
without altering existing code. printHeader prints a standard header line, depending on the
benchmark Section and data size passed to it.

Compliance to common structure is achieved to some extent by creating a new class which ex-
tends the lowest level class of the main hierarchy in the existing code and implements a defined
interface, which includes a ‘run’ method. A separate main class can then be created which cre-
ates an instance of this sub-class and calls its ‘run’ method. This allows a main to be created which
for example, runs all the benchmarks of a given size in a given Section. Figure 1 shows the class
diagram for an example section II benchmark, detailing the relevant interface and class methods.
The JGFrun method of the JGFSection2 interface should call JGFsetsize to set the data size,
JGFinitialise to perform any initialisation, JGFkernel to run the main (timed) part of the
benchmark, JGFvalidate to test the results for correctness, and finally JGFtidyup to permit
garbage collection of any large objects or arrays. Calls to JGFInstrumentor class methods can
be made either from any of these methods, or from any methods in the existing code, as appro-
priate.

6.2.3 Performance Metrics

Performance metrics in the benchmark suite are reported in three forms: execution time, temporal
performance and relative performance. The execution time is simply the wall clock time required
to execute the portion of the benchmark code which comprises the ‘interesting’ computation-
initialisation, validation and I/O are excluded from the time measured. For portability reasons,
the System.currentTimeMillis method from the java.lang package is used. Millisecond
resolution is less than ideal for measuring benchmark performance, so care is taken to ensure that
the run-time of all benchmarks is sufficiently long that clock resolution is not significant.

Temporal performance (see [19]) is defined in units of operations per second, where the operation
is chosen to be the most appropriate for each individual benchmark. For example, floating point
operations are chosen for a linear algebra benchmark.

Relative performance is the ration of temporal performance to that obtained for a reference sys-
tem, that is a chosen JVM/operating system/hardware combination. The merit of this metric
is that it can be used to compute the average performance over a group of benchmarks. Note
that the most appropriate average is the geometric mean of the relative performances on each
benchmark.
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Figure 1: Class diagram for an example Section II benchmark of the JGF Benchmark Suite.

For the low-level benchmarks (Section I) execution times are not reported. The number of opera-
tions performed at run-time is adjusted to give a suitable execution time, which is guaranteed to
be much larger than the clock resolution. This overcomes the difficulty that there can be one or
two orders of magnitude difference in performance on these benchmarks between different Java
environments.

To produce a conforming benchmark, a new class is created which extends the lowest class of the
main hierarchy in the existing code and implements this interface. The JGFrun method should
call JGFsetsize to set the data size, JGFinitialise to perform any initialisation, JGFker-
nel to run the main (timed) part of the benchmark, JGFvalidate to test the results for correct-
ness, and finally JGFtidyup to permit garbage collection of any large objects or arrays. Calls to
JGFInstrumentor class methods can be made either from any of these methods, or from any
methods in the existing code, as appropriate.
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6.2.4 The Benchmarks

The benchmark suite consists of three sections I,II and III and a range of sizes: Section II contains
three sizes, A,B and C, where size A is the smallest; Section III two sizes, A and B, where A is the
smallest. The different benchmarks are summarised in Tables 1, 2 and 3.

Garbage collection is an important feature of Java which can have a significant impact on perfor-
mance, though this may not be so relevant to scientific applications which tend to have long-lived
data structures. A low-level garbage collection benchmark has not however been included, as it is
very difficult to devise such a benchmark which is either representative of allocation/deallocation
patterns in real applications, or is robust against optimisation. For kernels and applications, it
is not possible to determine the time spent doing garbage collection without instrumenting the
garbage collector itself.

6.3 The Inter-language Benchmark Suite

Whilst the sequential suite provides valuable information about the relative merits of different
Java implementations, it does not allow address the issue how much performance (if any) will
be sacrificed by abandoning C or Fortran in favour of Java. The Inter-language benchmark suite
does address this issue, allowing direct comparison between Java, C and Fortran to be carried
out. This is essential before Java can be considered seriously as a language for HPC. The inter-
language benchmark suite consists of a subset of the sequential suite benchmarks written in C
and Fortran.

For the For the language comparison benchmarks, Section I has been omitted for the following
reasons: many do not have suitable direct translations into C or Fortran, while those that do (such
as arithmetic operations) have been found to be too sensitive to compiler optimisation to give
meaningful results.

For the C versions, we have attempted to keep as close as possible in terms of syntax to the Java
code: this is possible thanks to the strong similarities between much of the basic syntax of the two
languages. Indeed in many cases the computationally intensive loops are syntactically identical.
The Fortran versions are of necessity somewhat less closely related to the Java source code. For
example, in the Java version of MolDyn, each particle is represented by an object. In the C version,
it is represented by a struct, but in the Fortran version the data for each particle is simply a series
of entries (at the same index) in a number of arrays.

In the sequential benchmark suite the System.currentTimeMillis() method was used to
measure execution time. For the Fortran and C versions there is no fully portable timing routine,
so system specific high-resolution timers were used instead.

6.4 Results

The benchmark suite has been tested on a range of execution environments on the following
platforms: a 700MHz Pentium III with 256 Mb of RAM, running Windows NT 4.0; a 700MHz
Pentium III with 256 Mb of RAM, running Linux 6.2; a 300 MHz Sun UltraSparc II with 1Gb
RAM; a Compaq ES40, (500 MHz Alpha EV6) with 4Gb of RAM1, running Digital UNIX V4.0F;
an SGI Origin 3000 (400 MHz MIPS R12000 processors) with 128 Gbytes of main memory running
IRIX 6.52. The Java execution environments, C and Fortran compilers studied are summarised in
Table 1. The flags shown are compile time flags for C and Fortran and runtime flags for Java. All
Java compilation was performed using javac -O. For the C and Fortran compilers, a standard

1We greatfully acknowledge the use of the PPARC funded Compaq MHD Cluster in St. Andrews
2We greatfully acknowledge CSAR for early access to this machine.
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Arith
Measures the performance of arithmetic operations (add, multiply and divide) on the

primitive data types int, long, float and double. Performance units are additions,
multiplications or divisions per second.

Assign
Measures the cost of assigning to different types of variable. The variables may

be scalars or array elements, and may be local variables, instance variables or class
variables. In the cases of instance and class variables, they may belong to the same

class or to a different one. Performance units are assignments per second.
Cast

Tests the performance of casting between different primitive types. The types tested
are int to float and back, int to double and back, long to float and back, long to

double and back. Performance units are casts per second. Note that other pairs of
types could also be tested (e.g. byte to int and back), but these are too amenable to

compiler optimisation to give meaningful results.
Create

This benchmark tests the performance of creating objects and arrays. Arrays are created
for ints, longs, floats and objects, and of different sizes. Complex and simple objects

are created, with and without constructors. Performance units are arrays or objects per second.
Exception

Measures the cost of creating, throwing and catching exceptions, both in the current
method and further down the call tree. Performance units are exceptions per second.

Loop
This benchmark measures loop overheads, for a simple for loop, a reverse for loop

and a while loop. Performance units are iterations per second.
Serial

Tests the performance of serialization, both writing and reading of objects to and
from a file. The types of objects tested are arrays, vectors, linked lists and binary

trees. Results are reported in bytes per second.
Math

Measures the performance of all the methods in the java.lang.Math class.
Performance units are operations per second. Note that for a few of the methods (e.g. exp,

log, inverse trig functions) the cost also includes the cost of an arithmetic operation
(add or multiply). This was necessary to produce a stable iteration which will not
overflow and cannot be optimised away. However, it is likely that the cost of these

additional operations is insignificant: if necessary the performance can be corrected by
using the relevant result from the Arith benchmark.

Method
Determines the cost of a method call. The methods can be instance, final instance

or class methods, and may
be called from an instance of the same class, or a

different one. Performance units are calls per second. Note that final instance and
class methods can be statically linked and are thus amenable to inlining. An

infeasible high performance figure for these tests generally indicates that the compiler
has successfully inlined these methods.

Table 1: Section I: Low Level Operation Benchmarks.
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Series
Computes the first

�
Fourier coefficients of the function �������	�
���
������� on

the interval 0,2. Performance units are coefficients per second. This benchmark heavily
exercises transcendental and trigonometric functions.

LUFact
Solves an

�����
linear system using LU factorisation followed by a triangular solve.

This is a Java version of the well known Linpack benchmark [21].
Performance units are Mflops per second. Memory and floating point intensive.

HeapSort
Sorts an array of

�
integers using a heap sort algorithm. Performance is reported in

units of items per second. Memory and integer intensive.
SOR

The SOR benchmark performs 100 iterations of successive over-relaxation on an
�����

grid. The performance reported is in iterations per second. Array access intensive.
Crypt

Performs IDEA (International Data Encryption Algorithm [22]) encryption and
decryption on an array of

�
bytes. Performance units are bytes per second. Bit/byte

operation intensive.
FFT

This performs a one-dimensional forward transform of
�

complex numbers. This
kernel exercises complex arithmetic, shuffling, non-constant memory references and

trigonometric functions.
Sparse

Performs matrix-vector multiplication using an unstructured sparse matrix stored in
compressed-row format with a prescribed sparsity structure. This kernel exercises

indirection addressing and non-regular memory references. An
�����

sparse matrix is
multiplied by a dense vector 200 times.

Table 2: Section II: Kernel Benchmarks.

set of optimisation flags was chosen for all the benchmarks- no attempt was made to tune the
flags for individual codes. The results reported are, in all cases, the best time obtained over three
runs of the code. Data size B was used for Section II codes, and data size A for Section III.

Running the entire benchmark suite produces a large quantity of data, so in this section we present
a selection to illustrate the types of results which can be obtained. More detailed results may be
obtained from the Inter-language benchmark paper [2].

6.4.1 NT

On the Pentium III NT platform 6 Java environments were tested. The results for three of the
benchmarks are given in Figure 2. No one of these was a clear winner on all the benchmarks. The
IBM 1.2 and 1.3 JDK’s give very similar performance, with one or other giving the fastest time on
the majority of codes. There is also little to chose between the HotSpot Client and HotSpot Server
modes of the Sun 1.3 JDK. Although there are differences on individual benchmarks, neither
version can be considered better than the other. In general, the Sun 1.2 JDK (with the Classic VM)
performs better than the Sun 1.3 (in either mode), so for scientific applications, it seems that the
move to HotSpot has been a retrograde step. The Microsoft JDK performs moderately well across
all the codes, being rarely either the fastest or the slowest Java environment.

Comparisons with C are very reasonable on this system. For example, for the Sun 1.2, Microsoft
and IBM JDKs the overall performance loss is less than 10% compared to Borland C++ and less
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Euler
Solves the time-dependent Euler equations for flow in a channel with a “bump” on one

of the walls. A structured, irregular,
����� �

mesh is employed, and the solution
method is a finite volume scheme using a fourth order Runge-Kutta method with both

second and fourth order damping. The solution is iterated for 200 timesteps. Performance
is reported in units of timesteps per second.

MonteCarlo
A financial simulation, using Monte Carlo techniques to price products derived from the

price of an underlying asset. The code generates
�

sample time series with the same mean
and fluctuation as a series of historical data. Performance is measured in samples per second.

MolDyn
A simple N-body code modelling the behaviour of

�
argon atoms interacting under a

Lennard-Jones potential in a cubic spatial volume with periodic boundary conditions.
The solution is advanced for 100 timesteps. Performance is reported in units of timesteps

per second.
Search

Solves a game of connect-4 on a 6
�

7 board using a alpha-beta pruned search technique.
The problem size is determined by the initial position from which the game in analysed.

The number of positions evaluated,
�

, is recorded, and the performance reported
in units of positions per second. Memory and integer intensive.

RayTracer
This benchmark measures the performance of a 3D ray tracer. The scene rendered contains

64 spheres, and is rendered at a resolution of
��� �

pixels. The performance
is measured in pixels per second.

Table 3: Section III: Applications.

Pentium III, NT Pentium III, Linux
Sun JDK 1.2.2 006 Sun JDK 1.3.0 (-client)
Sun JDK 1.3.0 (-client) Sun JDK 1.3.0 (-server)
Sun JDK 1.3.0 (-server) Blackdown JDK 1.3
IBM JDK 1.2.0 IBM JDK 1.3.0
IBM JDK 1.3.0 gcc 2.91.66 (-O3 -funroll-loops)
Microsoft SDK for Java 4.0 KAI C++ v4.0b (+K3 -O)
Borland C++ 5.5.1 (-5 -O2 -OS) g77 2.91.66 (-O3 -funroll-loops)
Portland Group pgcc 3.2-3 (-fast) pg77 3.1-2 (-fast)
Portland Group pgf90 3.2-3 (-fast)
Digital Fortran V5.0 (-fast)
Sun UltraSparc II Compaq ES40 and SGI Origin 3000
Sun JDK 1.2.1 (-Xoptimize) Compaq Java 1.3.0-alpha1
Sun JDK 1.3.0, HotSpot Client Dec C V5.9-005 (-fast -O4 -ieee -tuneev6 -archev6)
Sun JDK 1.3.0, HotSpot Server Compaq Fortran V5.3-1120 (-fast -O4 -ieee -tuneev6 -archev6)
LaTTe 0.9.1 SGI JDK 1.3.0
Sun WS 6 cc 5.2 (-fast -xarch=v8plusa) MIPSpro V7.3.1.1m f90 (-O3)
gcc 2.95.2 (-O3 -funroll-loops) MIPSpro V7.3.1.1m CC (-O3)
Sun WS 6 f90 95.6.1 (-fast -xarch=v8plusa)
g77 2.95.2 (-O3 -funroll-loops)

Table 4: Tested Java execution environments, C and Fortran compilers (with flags).
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Figure 2: Execution time for the Pentium III, NT system. Results presented in the legend are
presented left to write on the x-axis.

than 60% compared to Portland Group cc. The ratio of the best Java to best C execution time has
a mean of 1.23, a best of 0.87 (on the Series benchmark) and exceeds 2.0 only in the case of the FFT
benchmark (ratio = 2.3).

6.4.2 Linux

Four Java environments were tested under Linux 3. Of these, the IBM 1.3 JDK gave the best
performance on all benchmarks except MolDyn. In almost all cases the execution times are less
than for the NT version of the same JDK. The Blackdown 1.3 and the two versions of Sun 1.3 were
roughly comparable overall, though there are significant differences on individual benchmarks.

Comparisons with C compilers on the system are very favourable. The IBM 1.3 JDK is on average
slightly faster than KAI C++, and only 15% slower than gcc. The mean ratio of fastest Java to
fastest C execution times is only 1.07 (with a best of 0.87 on Series and a worst of 2.27 on MolDyn).
At this level of difference there is no case for preferring C to Java on grounds of performance.

Comparisons with Fortran are not quite as impressive, as none of the Java environments comes
close to the performance of the Portland Group compiler on MolDyn . On LUFact, however the
best Java execution time is within 20% of the best Fortran.

6.4.3 Sun

On this platform four Java environments were tested 4. The Sun 1.3 JDK is generally (but not
always) faster in Server mode than in Client mode, but that performance in either mode is often
worse than the Sun 1.2 JDK. The overall performance of the LaTTe VM lies between that of the
Sun 1.2 and 1.3 versions.

Comparison with the C compilers shows a wider gap on the UltraSparc platform than on the
Pentium. The Sun 1.2 JDK is, on average, 1.43 times slower than gcc and 1.72 times slower than
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the Sun WorkShop 6 C compiler. Taking the best Java execution time and comparing to the fastest
C execution time, a mean ratio of 1.61 is observed, with a range from 1.29 (HeapSort) to 2.61
(SparseMatmult).

The differences between the C and Fortran execution times on the Sun are small, so very similar
observations to the above apply when comparing Java and Fortran.

6.4.4 Compaq Alpha and SGI

On these platforms only the vendor supplied Java, C and Fortran environments were tested 5. A
significant gap between Java and C performance is observed on both systems. For the Compaq
system execution time ratios varying from 2.15 (FFT) to 17.6 (Euler), with a mean of 4.0. For the
SGI system execution time ratios varying from 1.45 (SOR) to 25.98 (Sparse), with a mean of 3.88.
The comparison with Fortran yields similar observations.

6.4.5 Conclusions

The results demonstrate that the performance gap between Java and more traditional scientific
programming languages is no longer a wide gulf. Although for each platform there are differ-
ences between the benchmark codes in terms of Java/C and Java/Fortran performance ratios, the
variance is small enough to give some confidence that the benchmark suite is representative of a
class of applications.

On Intel Pentium hardware, especially with Linux, the performance gap is small enough to be
of little or no concern to programmers. On the Sun UltraSparc platform the gap is a little wider,
but generally less than a factor of two. On the Compaq Alpha and SGI platforms, the gap is
around a factor of four. These differences between platforms probably reflect the relative effort
expended by vendors on developing Java environments compared to that expended on C and
Fortran compilers, rather than intrinsic properties of the hardware. However, the possibility can-
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not be discounted that the highly super-scalar nature of Pentium III micro-architecture has some
influence.

7 Parallel Programming Models

As Java is a relatively new language, especially in terms of HPC, the availability of parallel pro-
gramming paradigms has been questioned. This sections aims to address this concern, describing
the different paradigms available and examining the performance of the different models.

Java has a number of built in parallel programming paradigms: Java Threads; Remote Method
Invocation (RMI) and BSD Sockets. In addition, Java codes may be parallelised using a message
passing or shared memory paradigm. In Fortran and C, standards exist for both these paradigms
- MPI for shared memory and OpenMP (amongst others) for shared memory programming. No
equivalent standards exist for Java, however a number of message passing and OpenMP APIs
have been developed and the JG Forum are working towards a message passing standard (MPJ).

RMI was considered briefly in a previous section. This model is designed for a client-server
paradigm, for distributed systems. In terms of HPC however the model is less than ideal, primar-
ily due to the software latencies being too large for typical HPC problems. BSD sockets are sim-
ilarly designed for a client-server paradigm. While both these models are useful for distributed
systems they are not ideal for HPC and are thus not discussed here.

In this section three parallel models are discussed: Java threads; MPJ (message passing in Java)
and JOMP (an OpenMP-like API for Java). An important property of these models is whether
they execute within a single virtual machine or between multiple virtual machines, a property
which is discussed in more depth in this section.

7.1 Single vs Multiple JVMs

When considering Java parallel paradigms, it is important to consider what type of system the
paradigm will execute under, specifically whether the system is a single or multiple virtual ma-
chine environment.

Single virtual machine environments provide a single Java virtual machine, running a single
multi-threaded Java application, with the Java threads distributed across the processors within
the system. Note that threading may be obtained using Java native threads or a different shared
memory paradigm such as OpenMP. This type of environment is particularly suited to an ar-
chitecture which presents a single address space to applications, irrespective of the underlying
memory and processor distribution (”a single system image”). Architectures such as these allow
existing JVMs to be used, with little or no modification.

Multiple virtual machine environments provide multiple virtual machines, each running a spe-
cific Java application, with some form of communication facility allowing communication be-
tween applications running on different virtual machines. The underlying hardware for each
virtual machine may be a single CPU or a multi-processor system. Hence, each virtual machine
may be running a single or multi-threaded application. Communication between different virtual
machines requires a Java API, such as RMI or MPJ. This is shown graphically in Figure 6 While
this type of system may be slightly more complex, it allows the exploitation of a wider range of
hardware architectures (e.g. a Beowulf cluster).

Finally, some research is being applied to developing a virtual machine which provides a single
virtual machine environment across a distributed memory architecture [23],[24]. This is relatively
complex and the efficiency of the environment may be variable, depending on the nature of the
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Figure 6: Diagrammatic representation of inter and intra communication between virtual ma-
chines. Each circle represents a virtual machine, communication between VMs is via MPJ or RMI.
Within each VM a threaded application is running, using JOMP or Java threads.

Java application.

8 Java Threads

Java threads offer an appropriate paradigm for developing a parallel Java application to run
within a single virtual machine environment. In this section the implementation and parallelism
of Java threads is described and performance issues considered.

The Java thread class is part of the standard Java libraries. Most current virtual machines imple-
ment this class on top of the native OS threads, allowing threads to be scheduled onto different
processors to achieve parallelism.

Traditionally, Java threads have been used to obtain concurrent execution on a single processor.
In this report however, the interest is primarily in parallel execution, where the number of threads
matches the number of processors used. This influences the way the code is written: a topic which
is discussed further in this section. In addition, there are a number of issues which are no longer
relevant, such as thread priority levels.
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class Example {

public static void main(String args[]){
MyClass thread_object = new MyClass();
thread_object.start();
System.out.println("Master Thread");

}
}
class MyClass extends Thread {

public void run() {
System.out.println("Spawned Thread");

}
}

Figure 7: Extending the java.lang.Thread class.

8.1 Implementation

On executing a sequential code, the virtual machine run the main() method inside a Java thread.
Developing a multi-threaded code again involves running the main() method inside a Java
thread, this master thread then spawns a number of new threads, each of which performs it’s task
and then dies. The master thread continues execution until the code completes. Typically some
form of join mechanism is required, to force the master thread to wait for all the spawned threads
to finish before continuing execution. This fork/join mechanism is graphically represented in
Figure 6, within a virtual machine.

In this section the mechanisms for spawning and joining threads are described and performance
issues considered. At this point it is important to note that parallelism has not yet been consid-
ered, i.e. how the work of the application is distributed between the threads to achieve a faster
execution time. This is discussed in the next section - for now the focus is on how to spawn and
join threads.

8.1.1 Spawning Threads

A thread is spawned by creating an instance of the java.lang.Thread class, this Thread object
then acts as an interface to the underlying operating system thread. The Thread class contains
methods to start, stop and control a threads execution.

In order to execute a piece of Java code within a separate thread one of two mechanisms must be
used. The first mechanism involves extending the java.lang.Thread class, the second imple-
menting the java.lang.Runnable interface.

Extending the java.lang.Thread class is the simplest mechanism - the class containing the
relevant piece of Java code (called for example ”MyClass”) extends the Thread class, hence be-
coming a subclass of Thread and inheriting its fields and methods.

Of the Thread class methods, the two most common are the start() and run() methods.
When the start() method is called, some form of initialisation occurs and then the run()
method is called. In class Thread the run() method is empty. The required piece of code is
actually executed by overriding the Thread run()method in the subclass MyClass. The thread
will execute every statement within the run() method, or other methods invoked directly by
run(). A thread dies after the run() method returns. Figure 7 shows an example piece of code.
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class Example2 {

public static void main(String args[]){
MyClass myclass_object = new MyClass();
Thread thread_object = new Thread(myclass_object);
thread_object.start();
System.out.println("Master Thread");

}
}
class MyClass implements Runnable {

public void run() {
System.out.println("Spawned Thread");

}
}

Figure 8: Implementing the java.lang.Runnable interface.

In this example, the class MyClass extends the Thread class. The Master thread creates an object
of type MyClass (”thread object”), which is also of type Thread. The master thread then invokes
the start() method on this new object and returns immediately (i.e. without waiting for the
spawned thread to start execution). The newly spawned thread then invokes the run() method
of the Thread object, which is overridden by the run() method of the MyClass object. When
the spawned thread has completed it dies.

Extending the java.lang.Thread class has one flaw. The application which requires threading
is likely to have a detailed inheritance tree already, and creating a multi-threaded version of the
code may well involve making a class a subclass of Thread which is already a subclass of some-
thing else. As Java does not support multiple inheritance, this is not possible. The alternative
mechanism is to implement the java.lang.Runnable interface instead.

The java.lang.Runnable interface contains only one method: the run() method. The class
containing the relevant piece of Java code implements the java.lang.Runnable interface. As
before an object of type MyClass is created - however as this class is not a subclass of Thread,
the created object is not of type Thread and an instance of the Thread class must be created
separately. The new Thread object must be able to access the run() method of the MyClass
object - hence the MyClass object is passed to the Thread object’s constructor. This is shown in
Figure 8.

In this case, the run() method of the Thread class is no longer being overridden by the run()
method of the class MyClass and the default run() method of the Thread class is used when the
start() method is executed. This run() method is shown in Figure 9. This method executes
the run() method of the ”target” object, where the target object is the object which was passed
to the Thread object’s constructor. Hence in the example given in Figure 8, the master thread
invokes the start() method of the Thread object. The newly spawned thread then invokes
the run() method of the Thread object, which in turn invokes the run() method of the object
myclass object.

8.1.2 Joining Threads

Threads are spawned by the master thread, execute their run()method and then die. The master
thread stays alive until the code completes. It is often the case when writing parallel code that
the master thread may require to wait for all the spawned threads to complete, before continuing
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public void run() {
if target != null) {
target.run();
}

}

Figure 9: The java.lang.Thread class run() method.

class Example2 {

public static void main(String args[]){
MyClass myclass_object = new MyClass();
Thread thread_object = new Thread(myclass_object);
thread_object.start();

try{
thread_object.join();

}catch (InterruptedException x){}

System.out.println("Master Thread");
}

}

Figure 10: Joining two threads.

execution. This can be achieved using the join() method. The join() method causes the
current thread to block and wait until the specified threads dies. For example, if in our previous
example we wished the master thread to wait for the spawned thread to die before executing the
”Master Thread” print statement, the join method could be used. This is shown in Figure 10.

8.1.3 Fork / Join of Multiple Threads

In the previous two sections the examples have focussed on spawning and joining one thread
from the master thread. When developing a parallel application multiple threads are often re-
quired. An example of spawning and joining �

���������
	
threads is given in Figure 11. An array of

Threads has been created, with a MyClass object passed to each Thread object’s constructor. No-
tice the int parameter passed to the MyClass object constructor: this is to provide a thread identifi-
cation mechanism. When developing parallel code, it is often important to distinguish individual
threads. The java.lang.Thread class provides a mechanism for assigning a String name to
a Thread object and for retrieving it. However it is often more desirable to destinquish threads
using an int value, as this may be used to distribute the computational work between the threads
(this is discussed in more detail later). The parseInt() method of the class java.lang.Integer
can be used to convert a String to an int, however calling this method every time a thread’s iden-
tifier is required creates an overhead. An alternative is to simply pass an int parameter to the
MyClass object’s constructor.

In the example, once the master thread has spawned the threads it sits idle waiting for the
spawned threads to complete. An alternative would be to spawn one less threads and utilise
the master thread, by creating an object of type MyClass and executing the run() method on this.
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class Example6 {

public static void main(String args[]){
int nthread = 4;
Thread thread_object [] = new Thread[nthread];

for(int i=0; i<nthread; i++){
thread_object[i] = new Thread(new MyClass(i));
thread_object[i].start();

}

for(int i=0; i<nthread; i++){
try{
thread_object[i].join();

}catch (InterruptedException x){}
}

System.out.println("Master Thread");
}

}
class MyClass implements Runnable {

int i;

public MyClass(int i) {
this.i = i;

}

public void run() {
System.out.println("Spawned Thread");

}
}

Figure 11: Forking and joining multiple threads.

8.1.4 Performance

When developing a multi-threaded Java code, it is important to consider how often threads
should be forked and joined. For example threads could be forked and joined at every computa-
tionally intense loop, or could be forked and joined only once, at the start and end of the code.
To make this decision the time required to fork and join threads must be examined: a relatively
large overhead would imply the use of a courser grain of parallelism. The time spent creating and
joining threads has been measured using the ForkJoin benchmark of the JGF Threaded benchmark
Suite (http://www.epcc.ed.ac.uk/javagrande/) [25]. This benchmark has been run on a Sun HPC
6500 system with 18 400MHz UltraSparc II processors and 18 Gbytes of memory running Solaris
2.7, with Sun JDK 1.2.1 04 and Sun JDK 1.3.1. The results are presented in Figure 12.

It is clear from this graph that forking and joining threads is quite expensive, requiring several
milliseconds (e.g. 160 ForkJoins/s on 16 threads, Sun JDK 1.2). This suggests a course level of
parallelism is required - threads should be forked near the start of the code and remain alive until
near the end.
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Figure 12: Performance of the ForkJoin Benchmark. Results are given in operations per second -
ForkJoins per second.

8.2 Parallelism

Having considered how to create and join threads, the next stage is to look at how parallelism is
achieved i.e. how the computational work is distributed between the threads. Loops are the main
source of parallelism in many applications: if the loop iterations are independent, i.e. they can
be done in any order, they may be shared out between the threads. There are a number of dif-
ferent mechanisms for distributing the loop iterations between the threads (a process called Loop
Scheduling), the aim however is to distribute the work as evenly as possible with the minimum
overhead. The two most commonly used scheduling mechanisms are block and cyclic (or a com-
bination of both). Under a block distribution, the iterations are divided into as equal (as possible)
blocks, under a cyclic distribution each thread is allocated individual elements in a cyclic manner.
This is shown graphically in Figure 13.

In some other programming paradigms (e.g. OpenMP) directives are available to assist in schedul-
ing the loop iterations, in Java threads however the distribution must be done within the code.
Figure 14 shows a simple loop with the iterations distributed in a cyclic manner.

8.2.1 Variable Identification

When writing a threaded Java code it is important to understand whether a variable is shared
or private to a thread (or to the Thread object). Instance variables will be private to a thread, i.e.
each threads has it’s own copy of the variable, whilst class variables are shared between threads.
Hence if one thread modifies a class variable, all the other threads will observe the change.

In Java, primitive types are handled by value and when primitive types are passed to a method
they are passed by value. Hence primitive types are private to a thread - manipulating the primi-
tive type of one Runnable object will not modify the primitive type of other Runnable objects.

Non-primitive types are handled by reference i.e. the address of the object (or array) is stored in
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Figure 13: Block and Cyclic distribution mechanisms for a one dimensional array of 16 elements,
distributed across four threads.

for(int i=0;i<ITERS;i+=nthreads){
a[i] = b[i] + c;

}

Figure 14: Cyclic loop scheduling.

a variable, and manipulated through this. When non-primitive types are passed to a method, a
copy of the reference to the object is passed i.e. the reference is passed by value. This has in some
cases led to confusion over whether non-primitive types are passed by value or by reference.

This effectively results in a number of different variables which refer to the same object. Hence
non-primitive data types may in general be treated as shared between the threads. Modifications
made by one thread to the object will be observed by the other threads. As each thread has a
different variable referring to the object however, modifying the actual variable (e.g. making it
point to a different array) will not be observed by the other threads.

8.2.2 Synchronisation

Synchronisation was briefly considered when joining threads: the master thread was forced to
wait for all the spawned threads to die. However, further synchronising is often required whilst
the threads are active. Firstly, it is essential to protect the update of shared variables (”Mutual
Exclusion”): no two threads should be able to write to the same variable or element at the same
time. Secondly it is important to ensure that dependencies are respected: for example one thread
may write to a variable, another read it, we need to ensure this occurs in the correct order.

Update to shared variable may be protected using the synchronized keyword. Methods or
statements protected by a synchronized keyword are called monitor regions. When a thread
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Figure 15: Performance of the Synchronisation Benchmark. Results are given in operations per
second - synchronisations per second.

encounters a monitor region it requests a lock on a named object, preventing other threads from
executing this region until the thread has completed this region and released the lock. Only one
thread can obtain a lock at a time. In this way the update to shared variables can be protected:
no two threads can write to the same piece of data at the same time. This can however cause
performance issues: a number of threads may be waiting idly to obtain a lock. In addition there is
an overhead involved in synchronized regions. Measurement of this overhead has been made
using the Synchronisation benchmark of the JGF Threaded Benchmark Suite, which measures the
performance of synchronized methods and synchronized blocks under contention. This bench-
mark has been run on a Sun HPC 6500 system with 18 400MHz UltraSparc II processors and 18
Gbytes of memory running Solaris 2.7, with Sun JDK 1.2.1 04 and Sun JDK 1.3.1. The results are
shown in Figure 15. As with the ForkJoin benchmark, the overhead of the synchronisation opera-
tions is of the milliseconds order, suggesting that the number of synchronised regions should be
minimised.

A barrier prevents a thread from proceeding past it until all the other threads have arrived. Bar-
riers are often important within a parallel code, providing a mechanism for ensuring a thread
doesn’t attempt to access a piece of data until it is correctly updated. There is however no barrier
routine defined within the java.lang.Thread class, you must define your own. Many barriers
involve the use of the wait() and notifyall() methods: the wait() method forces a thread
to wait for a certain condition to occur, the notifyall()method notifies all the relevant threads
waiting for a condition to occur that this has occurred. For example, a simple barrier may in-
volve a shared counter, as in Figure 16. As the counter is shared updates need to be protected,
hence a synchronized statement is used. In this case the synchronized statement acquires a lock
on an object (”cont”) which contains the shared counter. As a thread calls the barrier method it
increments the shared counter and waits. When all the threads have incremented the counter a
notifyAll() method is executed, releasing the threads.

The performance of a barrier is again important, the Barrier benchmark of the JGF Threaded
Benchmark Suite measures the performance of two barriers: the simple barrier given above and
a more complex tournament barrier, which uses a lock-free 4-ary tree algorithm. Figure 17 the
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class SimpleBarrier {
int nthread;
Counter cont;

public SimpleBarrier(int nthread,Counter cont) {
this.nthread = nthread;
this.cont=cont;

}

public void Thread_Barrier() {
synchronized (cont) {
cont.shared_cont++;

try {
if(cont.shared_cont != nthread) {

cont.wait();
} else {

cont.shared_cont = 0;
cont.notifyAll();

}
}
catch (InterruptedException e) {}

}
}

}
class Counter {

int shared_cont;

public Counter(int shared_cont) {
this.shared_cont=shared_cont;

}
}

Figure 16: A simple thread barrier.

results, which have been run on a Sun HPC 6500 system with 18 400MHz UltraSparc II processors
and 18 Gbytes of memory running Solaris 2.7, with Sun JDK 1.2.1 04 and Sun JDK 1.3.1. It is clear
from this figure that the tournament barrier provides considerably better performance than the
simple barrier, indicating the need for an efficient barrier within a multi-threaded code.

8.3 Summary

Java threads are built into the JDK and are therefore very portable. Multi-threaded Java codes run
within a single JVM and are therefore suitable for a variety of shared memory systems (although
not suitable for distributed systems). They are however designed primarily for concurrent rather
than parallel execution and therefore lack routines for certain operations such as barrier synchro-
nisation. In addition modifications to the sequential code are often required.
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9 JOMP

As mentioned in the previous section, parallelism is often exploited at the loop level. Execut-
ing loops in parallel using Java threads can however be reasonably complex - often requiring a
new class to be created with a method containing the loop body and requiring loop bounds for
each threads to be implemented by hand. Much of this process can however be automated us-
ing compiler directives. A similar situation arises with C and Fortran and POSIX threads. For
theses languages compiler directives for shared memory programming were traditionally ven-
dor specific and suffered from a lack of standardisation. OpenMP however is a relatively new
standard for shared memory directives and has been widely adopted, with most of the major
vendors supporting this. OpenMP is now becoming increasingly familiar to Fortran and C/C++
programmers and offers a less complex mechanism for loop parallelism. JOMP is a prototype
Java version of OpenMP, developed as a research project at EPCC [26]. This provides a familiar
parallelism model for Java, without the complexity of Java threads. As with Java threads, JOMP
offers an appropriate paradigm for developing a parallel Java application to run within a single
virtual machine environment.

JOMP consists of a compiler and runtime library, the compiler translates Java source code with
directives to Java source code with calls to the runtime library, which in turn uses Java threads to
implement parallelism. Both the compiler and runtime library are written in Java, ensuring the
implementation is fully portable.

Whilst the previous section discussed the parallelisation of a Java code using Java threads in
some detail, parallelisation using OpenMP has been discussed in detail elsewhere [27] and will
not be considered here. In addition details of the implementation of JOMP have been discussed
elsewhere and is only briefly summarised here. In this section the performance of the different
directives in comparison to Fortran OpenMP is considered.
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9.1 API

As the Java language has no standard form for compiler-specific directives, OpenMP directives
are embedded as comments. e.g.:

//omp <directive> <clauses>

This has the benefit of allowing the code to function as normal Java.

The JOMP API supports most of the standard OpenMP directives, including: PARALLEL; FOR;
SECTIONS; CRITICAL; SINGLE; MASTER; BARRIER; ONLY and data attribute scoping clauses:
DEFAULT; SHARED; PRIVATE; FIRSTPRIVATE; LASTPRIVATE; REDUCTION.

The JOMP API differs slightly from the equivalent C/C++ API in that: there is no ATOMIC di-
rective, no FLUSH directive, no THREADPRIVATE directive and no function to return the number
of processors. These are not available for a number of reasons: some because they do not fit the
Java language naturally (e.g. THREADPRIVATE), others because their implementation would be
difficult without reducing the portability of the implementation (e.g. the function to return the
number of processors.

9.2 JOMP Runtime Library

The JOMP runtime library provides the necessary functionality to support parallelism in terms
of the Java native threads model. This library provides direct equivalents to all but one of the
user-accessible library routines defined by the OpenMP C/C++ standard. This includes routines
to get and set the number of threads, get the thread id and to enable / disable nested parallelism.

9.3 The Compiler

The JOMP Compiler is built using JavaCC and is based around a Java 1.1 parser distributed with
this. Java source code is parsed to produce an abstract syntax tree and symbol table, then the tree
unparsed to produce output code. Directives are implemented by overriding various methods
during the unparse phase, these methods output modified code which includes calls to the run-
time library to implement appropriate parallelism. As JavaCC is itself written in Java and outputs
Java source the JOMP system is fully portable.

When a parallel region is encountered, the compiler creates a new class. This new class has a
single method go() which contains the code inside the region and any private variable dec-
larations. A new instance of this class is created and passed to the runtime library, using the
OMP.doParallel() method, which results in the go() method being executed by each thread.

9.4 The JOMP System

Figure 18 shows the different stages involved in creating and executing a parallel JOMP code.
Directives are added to the prog.jomp file and the JOMP compiler used to generate Java source
code, containing the relevant calls to the JOMP runtime library. The Java source code is then
compiled using the standard Java compiler to create Java byte code. The java byte code is then
executed as normal, loading the JOMP library.
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prog.java
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JVM

JOMP Runtime library

Java compiler (javac)

JOMP Compiler

Figure 18: Diagrammatic representation of the JOMP system. After Bull et al. [27]

Directive Sun WS 6.2b JOMP
PARALLEL 40.3 34.3
PARALLEL + REDUCTION 67.3 58.4
BARRIER 6.0 11.0
DO/FOR 7.0 24.6
SINGLE 10.1 1293
CRITICAL 0.5 19.1

Table 5: Overhead (in microseconds) for Java and Fortran OpenMP directives.

9.5 Performance

The overhead of synchronisation and scheduling directives is crucial to the overall performance
of an OpenMP code. For JOMP, comparison of this overhead with the equivalent C and /or For-
tran directives is essential before JOMP will be considered seriously in the context of OpenMP.
The EPCC OpenMP Microbenchmarks [28] provide a mechanism for measuring this overhead,
comparing the time to execute a piece of code with and without a directive. Java, C and Fortran
versions of these benchmarks exist, in this section comparison between Java and Fortran direc-
tives will be made.

The benchmarks have been run on a Sun HPC 6500 system with 18 400MHz UltraSparc II pro-
cessors and 18 Gbytes of memory running Solaris 2.7. For JOMP, Sun JDK 1.2.1 04 was utilised
whilst the Fortran versions were compiled using the Sun Workshop 6.2b f90 compiler with op-
tions -fast -xarch=v8plusa.

Table 5 tabulates the execution time of a number of OpenMP directives for both Fortran and Java.
JOMP performs well on the directives requiring BARRIER synchronisation, e.g. PARALLEL. The
overhead for the locking type directives is higher for JOMP, primarily due to the cost of Java’s
synchronized construct. It is clear from this table that for, the majority of cases, JOMP offers
reasonable performance when compared to Fortran OpenMP directives.
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9.6 Summary

To summarise, JOMP is simpler and neater to implement than Java Threads, requiring less se-
quential code modifications and offering easy maintenance of a single version of the code. In
addition, OpenMP offers a familiar interface to many HPC developers who may well have en-
countered OpenMP within C and Fortran codes previously. On the downside this is still a re-
search project and no standard has yet been defined.

10 Java Message Passing

Message passing (and the message passing interface, MPI) is a well established and popular tech-
nique for parallel programming. The MPI standard has been used successfully with C and Fortran
for some considerable time. Hence a message passing like interface for Java has the advantage
of being recognisable to users, resulting in less learner startup overhead. In addition, MPI has a
number of advantageous features, such as its support for collective communication and its abil-
ity to run on both distributed and shared memory systems. Because of this distributed support,
message passing for Java offers the potential to develop a parallel Java application to run within
both a multiple and single virtual machine environment.

In this section the current status of message passing for Java is reviewed and the performance of
one of the models examined. As with the previous section, parallelisation using MPI has been
discussed in detail elsewhere [29] and will not be considered here.

10.1 Java MPI-like Bindings

Numerous Java bindings for MPI-like libraries have been developed, from as early as 1997. The
Message Passing working group of the Java Grande Forum was formed in 1998 to provided a
common MPI-like API for message passing in Java, called MPJ [30]. The aim was to provide some
form of standard for message passing, to ensure portability across different platforms and imple-
mentations. Currently there are a range of Java bindings available for MPI-like libraries including
mpiJava [31], JavaMPI [32], MPIJ [33] and JMPI [34]. These different bindings are generally imple-
mented in two ways - as a wrapper to an existing native MPI library or as a pure Java implemen-
tation. Creating a wrapper to a native MPI library offers a relatively efficient solution, although
breaks the Java security model. Examples of this include mpiJava, which is implemented through
JNI wrappers to a native MPI library, and JavaMPI, whose wrappers were automatically gener-
ated using the Java-to-C interface generator (JCI) [32]. A pure Java implementation will in general
give poorer performance, although with the ever increasing performance of Java (see earlier) the
performance gap between this approach and the previous one is narrowing. MPIJ is an example
of this, which is a completely Java based implementation of MPI.

Whilst none of the current Java MPI-like bindings fully implement the MPJ standard, mpiJava
comes closest and is used in the examples in the remainder of this section.

10.2 MPJ

The draft API specification for MPJ [30] gives a detailed explanation of MPJ. In this section a
quick overview is given, discussing the basic class structure, available datatypes, send/receive
operation syntax and the handling of derived datatypes. In addition a simple example code is
provided and a ping-pong code used to examine performance.
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Group

MPI

Status

Request

Package mpi

Intracomm

Graphcomm

Cartcomm

Prequest

Intercomm

Figure 19: The MPJ class structure, after [30].

10.2.1 Class Structure

The class structure of MPJ is given in Figure 19. The class MPI has only static members and
contains global constants such as the communicator COMM WORLD. The class Comm is the commu-
nicator class, with all communicator functions (e.g. send and receive operations) being members
of Comm or it’s subclasses. The Datatype class describes the type of elements in the message
buffers of a communication.

Figure 20 shows a simple MPJ code (which has been tested using mpiJava). The init() and
Finalize() methods are both static methods of the MPI class. COMM WORLD is a static variable
of the class MPI, of type Intracomm, which is a subclass of the class Comm. The Rank() and
Size() methods are both methods of this Comm class.

import mpi.*;
class hello {

public static void main (String[] args) throws MPIException {
MPI.Init(args);

int rank,size;

rank = MPI.COMM_WORLD.Rank();
size = MPI.COMM_WORLD.Size();

System.out.println("Hello, rank= " + rank + " size= " + size);

MPI.Finalize();
}

}

Figure 20: A simple MPJ code.
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MPI datatype Java datatype
MPI.BYTE byte
MPI.CHAR char
MPI.SHORT short
MPI.BOOLEAN boolean
MPI.INT int
MPI.LONG long
MPI.FLOAT float
MPI.DOUBLE double
MPI.OBJECT object

Table 6: MPI datatypes and their corresponding Java datatypes.

10.2.2 Datatypes

The basic datatypes which can be specified when sending a message are given in Table 6. These
correspond to the basic Java datatypes. Notice the MPI.OBJECT datatype - when the elements of
a message are objects, these objects must be serializable.

10.2.3 Send / Recv Operations

The syntax of a communication operation in MPJ is very similar to that of C and/or Fortran MPI
communication. For example, the syntax of a send and receive operation in MPJ is as follows:

void Comm.Send(Object buf, int offset, int count, Datatype datatype,
int dest, int tag)
Status Comm.Recv(Object buf, int offset, int count,
Datatype datatype, int source, int tag)

These correspond to the MPI operations MPI SEND and MPI RECV. The actual argument as-
sociated with buf must be a 1-dimensional array. Multidimensional arrays can be treated as a
1-dimensional array of object whilst primitive types must be placed within an array. The offset
argument represents the initial offset in the send buffer, i.e. the position of the first element of the
message. The other arguments are similar to the equivalent arguments of the C and Fortran MPI
operations.

10.2.4 Derived Datatypes

In the C and Fortran MPI bindings, derived datatypes are very useful, providing mechanisms to
send messages of mixed types (e.g. an integer followed by a double) and to send a noncontiguous
data in a single message. In Java however, their is no support for a global linear address space
and Java does not allow physical addresses to be passed to data type definitions. This places
limitations on derived datatypes in Java: using derived datatypes to send messages of mixed
types is not possible and sending noncontiguous data is only possible with 1-dimensional arrays.
The datatype MPI.OBJECT however allows mixed primitive types to be sent in one message and
allows multi-dimensional arrays to be considered.

10.2.5 Performance

Messages of type MPI.OBJECT consist of elements which are objects. These objects must be seri-
alizable. Objects are communicated by: serialising the object buffers to byte vectors; communicat-
ing the byte vectors in the same manner as primitive byte buffers are communicated; deserialising
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Figure 21: Performance results for the Ping-pong benchmark for C and Java.

the byte vectors back to objects. Hence the cost of serialisation will play an important role in the
performance of communications involving messages of object elements. The cost of carrying out
object communication has been measured using the Ping-Pong benchmark of the JGF MPJ bench-
mark Suite. This benchmark measures the cost of carrying out send and receive operations on an
array of objects, each object containing a double data member. The benchmark has been run on 2
processors of a Sun HPC 6500 system (18 400MHz UltraSparc II processors, 18 Gbytes of memory,
running Solaris 2.7), with Sun JDK 1.1.1 04 and mpiJava-1.2. Results are presented for default
serialisation and for custom serialisation. These results have been compared to the equivalent C
ping-pong code, which has been run on the same system with Workshop 6.0, cc version 5.2. The
results are presented in Figure 21.

It is clear form this figure that the custom serialisation has resulted in no performance benefit
over the default serialisation. It is also clear that the performance of the Java Ping-pong code is
significantly poorer than the equivalent C results. This is a result of the cost of serialisation, the
performance of which is not fast enough for communications of this type. Improving the cost of
object serialisation is under investigation by a number of researchers [35].

10.3 Summary

To summarise, MPJ offers a parallel programming paradigm which is well established and pop-
ular for other languages. The interface is recognisable to users and benefits from the support for
collective communications associated with MPI. MPJ also offers the potential to develop a parallel
Java application to run within both multiple and single virtual machine environments. The cost
of serialisation is currently still an issue, as is the lack of multi-dimensional array support.
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11 Conclusions

The aim of this document was to provide an introduction and overview to Java for High Perfor-
mance Computing, with an emphasis on performance and parallelisation. The potential benefits
of Java as a language for HPC have been reviewed and the numerical issues surrounding the
language briefly considered. The performance of Java has been examined and compared and
contrasted to that of more traditional HPC languages such as C and Fortran. Finally the dif-
ferent parallelisation models have been considered and their advantages and disadvantages re-
viewed. Performance comparisons of the different parallelisation models have been considered
elsewhere [36].

Whilst the performance of Java is still an issue, this has improved considerably over recent years,
and now compares favourably with more traditional HPC languages on some systems. In ad-
dition a number of portable parallel programming paradigms are beginning to emerge, and the
numerical issues surrounding the language are being addressed. All these developments are be-
ginning to make Java a real alternative for High Performance Computing.
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